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Abstract

A sensitivity study on a new dark fermion, the Heavy Neutral Lepton (HNL),

decaying to pion-muon final states at the NA62 experiment at CERN is discussed

in this thesis, within a theoretical framework called the Neutrino Minimal Standard

Model. A full Monte Carlo simulation that has been developed to quantify the

expected sensitivity of the NA62 experiment to HNL decays is detailed in this work.

A data-driven background evaluation has been performed on a data set collected

for HNL decay searches during the 2016-2018 data taking by the NA62 experiment.

Results on the expected number of background events to N → πµ decays are presen-

ted in this thesis.
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Introduction and motivation

The Standard Model (SM) of particle physics has become, over the last 50 years,

one of the most complete theories in the history of science, requiring precise scru-

tiny and, nonetheless, leaving several open questions. Tensions between the SM

predictions and the experimental observations are yet to be understood, such as

neutrino oscillations and masses, matter-antimatter asymmetry and the presence of

dark matter and dark energy [1].

Since their discovery, it was believed that neutrinos were massless particles. In

1957, Bruno Pontecorvo predicted that neutrinos have non-zero masses, and that

each flavour species can oscillate to another one with a probability that is propor-

tional to the squared mass differences between mass states [2,3]. Several observations

of neutrino oscillations have been performed throughout the years, confirming that

neutrinos are massive. The first one occurred in the late 1960s, when a flux of elec-

tron neutrinos emitted from the solar core was observed, which was roughly a third

of the SM expectation [4]. This tension between the experimental observation and

the theoretical prediction require the SM to be extended to include neutrino masses

and oscillations.

Another tension that arises from experimental observations is the matter-

antimatter asymmetry, also known as Baryon Asymmetry of the Universe (BAU),

one of the greatest unresolved mysteries of modern particle physics and cosmology.

During the Big Bang, equal amounts of matter and antimatter were produced, but

all antimatter has disappeared from the universe as we observe it, due to unknown

reasons [5].

The presence of dark matter and dark energy is not accounted for either in

the SM, although several pieces of experimental evidence have been observed. For

example, the Hubble Space Telescope has found that the rate of expansion of the

universe is increasing with respect to how it was in the past. This could be explained

by adding a new property of spacetime, the dark energy, which would account for

roughly 70% of the observable universe.

Evidence for dark matter, which would constitute about 25% of the universe,

has been collected, including galactic rotational curves and Cosmic Microwave Back-
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ground (CMB) structures [6]. All of these suggest that the observed patterns cannot

be explained without fitting the presence of dark matter into the theoretical models.

These, several other experimental tensions and the fact that gravity and the three

other fundamental forces cannot be described yet by a unified theoretical model are

attempted to be explained by proposing new, broader theoretical models that include

the SM, within a new branch of particle physics called Physics Beyond the Standard

Model (PBSM) or New Physics (NP). Some of these models suggest the existence of

new particles whose presence would provide explanation for experimental tensions.

Two classes of PBSM particles are currently searched for at particle experiments,

with two different approaches: Weakly Interacting Massive Particles (WIMPs) on

one side and “Hidden-Sector” Mediators (HSMs) and “Dark Fermions” (DFs) on

the other. The two approaches are complementary and fundamental to precisely

test the validity of the SM.

WIMPs are hypothetical new elementary particles, with a mass of the order of 1

TeV/c2 [7], which may only interact via gravity and weak force and constitute, there-

fore, a candidate for dark matter. Experimental efforts to detect WIMPs include

indirect searches, through observation of their annihilation or decay far away from

Earth, in the centers of galaxies and galaxy clusters; and direct searches, which refer

to the observation of a WIMP-nucleus collision as the dark matter passes through

a detector in a particle physics experiment [8].

HSMs and DFs are proposed to have masses in the MeV/c2-GeV/c2 range and

they feebly interact with SM particles. These new particles may decay to SM final

states via charged or neutral current interactions and be detected by several particle

laboratories. This is why numerous experiments are currently focusing on meas-

uring large statistics of rare decays, in the hope of observing deviations from SM

predictions, which could be explained in terms of HSM and DF exchanges.

This PhD thesis focuses on a SM extension that operates through a dark fermion

called Heavy Neutral Lepton, whose decay products are searched for at the NA62

experiment at CERN. This fixed-target experiment at the CERN Super Proton

Synchrotron (SPS) has been designed to measure the rate of the rare decay K+ →
π+νν̄, by collecting roughly 100 SM events [9].

The high flux of protons delivered to the NA62 experiment (∼ 1012 protons/s) is

also exploited to perform a broad programme of rare and forbidden kaon decays and

HSM and DF searches, including HNL ones. Several features of the experimental

apparatus make NA62 suitable for searches of long-lived, feebly-interacting HSM

particles and DFs. NA62 collects 1018 Protons on Target (POT) per data-taking

year, which allows the observation of particles that would be produced in SM decays

with low mixing. The energy beam and the length of the NA62 detector are such
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that these long-lived mediators could travel up to the experiment fiducial decay

region and decay in it. Moreover, several NA62 detectors can be used to detect

possible decay products of HSMs and DFs. Their high resolutions and efficiencies

can be exploited to perform data-driven studies on the background sources to HSM

and DF searches.

This thesis details the NA62 sensitivity to HNL decays to pion-muon final states.

The HNL production and decay is studied within a theoretical framework called the

Neutrino Minimal Standard Model (νMSM), which is presented in the first Chapter.

The second Chapter describes the NA62 physics programme and its experimental

setup. The third Chapter focuses on the full Monte Carlo simulation for HNL pro-

duction and decay at NA62 within the νMSM framework, while the fourth Chapter

introduces the expected sensitivity and the data analysis strategy for HNL decays to

pion-muon final states. In the fifth Chapter, background studies performed on a data

sample collected between 2016 and 2018 for HNL searches are discussed. Finally,

the sixth Chapter draws the conclusions, outlook and future possible applications of

this work.
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Chapter 1

Theoretical framework

Despite being the most complete theory of particle physics phenomenology, the

Standard Model (SM) does not account for several experimental observations, such

as neutrino masses and oscillations, Baryon Asymmetry of the Universe (BAU),

dark matter and dark energy. The Neutrino Minimal Standard Model (νMSM)

is a SM extension that explains these experimental observations by introducing

three singlet fermions with masses smaller than the electroweak scale, the so-called

Heavy Neutral Leptons (HNLs) [10,11]. This model suggests an explanation for the

phenomena that cannot fit into the SM, by introducing the smallest possible number

of new particles without adding any new physical principles, such as supersymmetry

or extra dimensions, or new energy scales, like the Grand Unified scale. Within

the νMSM, the leptonic sector has the same structure as the quark sector, which

means every left-handed fermion has its right-handed counterpart. This model is

consistent with the data on neutrino oscillations, provides a candidate for a dark

matter particle, which is the lightest of the newly introduced singlet fermions, and

can explain the BAU [11]. A crucial feature of the νMSM is the relatively small

mass scale of the new neutral leptonic states considered, which allows for possible

direct searches of these particles. In this Chapter, the Neutrino Minimal Standard

Model is introduced, based on the work detailed in [12].

1.1 Key features of the Neutrino Minimal Stand-

ard Model

The νMSM contains 18 new parameters with respect to the SM:

• 3 Majorana masses for singlet fermions;

• 3 Dirac masses associated with the mixing between left-handed and right-

handed neutrinos;
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• 6 mixing angles;

• 6 CP-violating phases.

These 18 parameters can describe any pattern (and in particular the observed

one) of masses and mixings of active neutrinos, which is characterised by 9 para-

meters only (3 active neutrino masses, 3 mixing angles and 3 CP-violating phases)

[10,11,13]. The choice of a small mass scale for singlet fermions leads to small values

of the Yukawa coupling constants, at the level of (10−6, 10−12) [10, 14,15].

Although the νMSM does not present any extra stable particle in comparison

with the SM, the lightest singlet fermion, N1, may have a lifetime τN1 greatly ex-

ceeding the age of the Universe, playing a role as a dark matter candidate and likely

having a mass in the O(10) keV/c2 region [16–19]. No upper limit on the mass

of sterile neutrinos exists, as they could be produced in interactions beyond the

νMSM [20–22]. An astrophysical lower bound on their mass is 0.3 keV/c2, following

from the analysis of the rotational curves of dwarf spheroidal galaxies [23].

In 1967, Andrei Sakharov proposed a set of three necessary conditions that a

mechanism must satisfy to produce matter and antimatter at different rates, causing

the BAU. These are [24]:

• baryon number violation;

• C-symmetry and CP-symmetry violation;

• interactions out of thermal equilibrium.

The baryon number B and the lepton number L are not conserved in the νMSM.

L is violated by the Majorana neutrino masses, while B + L is broken by the elec-

troweak anomaly, which ensures that the first Sakharov condition is fulfilled. In

the νMSM, the CP-violating phase of the quark sector alone would not be enough

to fulfill the second Sakharov condition, which is achieved by adding the 6 extra

phases of the lepton sector. Moreover, the νMSM contains extra degrees of freedom,

the sterile neutrinos, which may be out of thermal equilibrium, since their Yukawa

couplings to ordinary fermions are very small. This ensures the validity of the third

Sakharov condition as well.

The BAU could be generated through CP-violating sterile neutrino oscillations,

provided that the sterile neutrino masses are sufficiently small. In fact, for small

Majorana masses, the total lepton number of the system, defined as the lepton num-

ber of active neutrinos plus the total helicity of sterile neutrinos, is conserved and

equal to zero during the evolution of the universe. However, because of oscillations,
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the lepton number of active neutrinos becomes different from zero and gets trans-

ferred to the baryon number. For sterile neutrino masses exceeding 20 GeV/c2, the

mechanism does not work as the sterile neutrinos equilibrate [25].

The phenomenological success of the νMSM requires several fine tunings: one

of the singlet fermion masses should be in the O(10) keV/c2 region, to provide a

candidate for dark matter, while two other masses would have to be much larger

but almost degenerate, to enhance the CP-violating effects in the sterile neutrino

oscillation sector, leading to the BAU [10–12,25]. Moreover, the Yukawa coupling of

the dark matter sterile neutrino should be much smaller than the Yukawa couplings

of the heavier singlet fermions, to satisfy cosmological and astrophysical constraints

[10,14].

Within the νMSM, not all 18 new parameters are fixed: the allowed region in

parameter space is large and yields a variety of signatures to be tested with differ-

ent experiments and methods. Moreover, two hierarchies can be defined: normal

hierarchy means m1 < m2 < m3, while inverted hierarchy means m3 < m1 < m2.

1.2 The νMSM Lagrangian

The electroweak Lagrangian that describes the νMSM is [12,26]

LνMSM = LSM + i ¯̃Ni∂µγ
µÑi − FαiL̄αÑiΦ− FαiL̄αγµ(1− γ5)ÑiWµ

−Fαi ¯̃Nαγ
µZµNi −M ¯̃N c

2Ñ3 −
∆Mij

2
¯̃N c
i Ñj + h.c.,

(1.1)

where LSM is the SM Lagrangian, Ni are the right-handed singlet leptons, Φ and

Lα (α = e, µ, τ) are the Higgs and lepton doublets, respectively, and F is a matrix

of Yukawa coupling constants; γµ (µ = 0, 1, 2, 3) and γ5 are the Dirac matrices, Wµ

and Zµ are the W and Z boson fields, respectively, and M is the common mass of

two heavy neutral fermions; ∆Mij are the mass differences between each degenerate

state and the lightest sterile neutrino, N1, and produce the small mass splitting of

N2 and N3 (∆Mij �M).

The mass eigenstates N2,3 are related to Ñ2,3 by the unitary transformation

Ñ = URN, (1.2)

where the 2× 2 matrix UR has the form

UR '
eiφ0√

2

[
eiφ1 eiφ2

−e−iφ2 e−iφ1

]
. (1.3)
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Here, the phases φk (k = 0, 1, 2) can be expressed through the elements of ∆Mij,

the explicit form of which is irrelevant for the νMSM.

The interaction of the mass eigenstates N2 and N3 has this form:

LN ' −
1√
2
FαiL̄α(N2 +N3)Φ̃− M2

2
N̄ c

2N2 −
M3

2
N̄ c

3N3 + h.c. (1.4)

The masses M2 and M3 must be almost equal (this is a baryogenesis constraint).

The baryon asymmetry generation occurs most effectively if ∆M2 ' (2 keV/c2)2

[11, 12,25,26].

The fact that two heavy fermions are almost degenerate in mass may be im-

portant for analysis of the experimental constraints. A coherent combination of

(N2 +N3) would be created, whereas, in a detector of size l located at a distance L

from the production point, an admixture of the (N2 −N3) state would occur. This

admixture would have an appearance probability of P ∼ sinφ2, with φ = ∆M2L
4E

, E

being the HNL energy. For φl
L
� 1, coherence effects are not essential and the de-

scription of the process in terms of only N2 and N3 is adequate. On the other hand,

if φl
L
∼ 1, the coherence effects are not negligible, and higher order terms describing

the interactions of (N2−N3) with the SM particles must be included. For example,

at NA62, if ∆M2 ∼ (2 keV/c2)2, l ∼ 300 m = 1.51 · 1018 GeV-1, E ∼ 100 GeV, then
φl
L
∼ 1.5 · 104 � 1, which implies that N2 ↔ N3 oscillations can be safely neglected.

The coupling constants Fαi can be expressed through the elements of the active

neutrino mass matrix Mν [3, 26,27], where

Mν = V ∗ · diag(m1,m2e
2iδ1 ,m3e

2iδ2) · V †, (1.5)

and V = R(θ23) · diag(1, eiδ3 , 1)R(θ13)R(θ12) is the active neutrino mixing matrix.

The coupling F is given by [26]

F 2 ' κ
matmM

2v2ε
, (1.6)

where v = 174 GeV is the Vacuum Expectation Value (VEV) of the Higgs field,

ε � 1, κ ' 1(2) for the case of normal (inverted) hierarchy and M is the mass of

the two degenerate states N2 and N3 (considered as unique because of the small

difference ∆M23).

In most of the works, the strength of the coupling of a neutral lepton X to charged

or neutral currents of flavour α is characterised by UαX and VαX . Since two of the

HNLs have almost identical couplings, |Uα1| = |Vα1| = |Uα2| = |Vα2| = |Uα|. The

12



overall strength of the coupling is given by

U2 =
∑
α

|U2
α| =

F 2v2

2M2
, (1.7)

where, for successful baryogenesis, F has to be small enough, namely F ≤ 1.2 · 10−6

[11, 12,25,26]. This leads to the upper bound

U2 < 2κ · 10−8

(
GeV

Mc2

)2

. (1.8)

It is the smallness of the required coupling strength which makes the search for

HNLs a very challenging task, especially for large masses. In the framework of the

νMSM, a lower bound on U2 can also be derived:

U2 < 1.3κ · 10−11 GeV

Mc2
. (1.9)

Some freedom between Yukawa couplings to different leptonic flavours is allowed,

since the Majorana CP-violating phases in the active neutrino mass matrix are not

known.

The work presented in this thesis focuses on HNL production from D mesons at

the NA62 experiment and its decay to pion-muon final states. The whole chain is

proportional to two flavour-specific couplings: one that governs the HNL production,

according to the lepton generated together with it, and one that governs the HNL

decay (U2
µ in this case). From this, it follows that the sensitivity of this decay search

depends on:

S(
∑

α=e,µ,τ

U2
αU

2
µ) =

∑
α=e,µ,τ

Cα,µU
2
αU

2
µ, (1.10)

where Cα,µ are functions of the couplings themselves and of the HNL mass, and

include the effects of acceptance, trigger and selection efficiencies at the NA62 ex-

periment.

Two benchmark models have been chosen for this study. The first one, called

“generic”, is described by the following ratios:

U2
e : U2

µ : U2
τ = 1 : 1 : 1 (1.11)

and it allows to study the νMSM with a generic approach, in which all three flavour-

specific couplings are considered to have the same strength.

A second scenario, called “tau dominant”, has also been chosen:

U2
e : U2

µ : U2
τ = 0 : 1 : k, (1.12)
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where k � 1 can vary to allow for studying the sensitivity in a two-flavour scenario,

where one coupling is dominant with respect to the other and the third is kept

negligible with respect to both.

The scenario in which U2
τ is dominant compared to U2

µ, while U2
e is zero, has been

chosen since it is the model where NA62 could set more restrictive limits for HNL

decay searches, with the data set collected in 2016-2018, in the mass region between

the kaon and D meson masses. This region has been explored by fewer experiments,

with respect to the one below the kaon mass.

The NA62 proton beam is particularly suitable to produce D mesons, which can

decay into τ leptons via D,DS → τντ , with the τ decaying itself to an HNL via two-

or three-body processes (as detailed in Section 1.3.1). Since BR(D → τντ ) = 9.91 ·
10−4 [28], the HNL production chain originating from this decay gives a negligible

contribution with respect to the one from DS, being BR(DS → τντ ) = 5.55 · 10−2

[28]. As it can be seen in Fig. 1.7, in the U2
τ -enhanced scenario with HNL masses

below 1 GeV/c2, the sum of all production BRs from τ leptons amounts to about 0.6,

giving a total contribution of about 2 ·10−2 when multiplying it for BR(DS → τντ ).

All BRs of direct production modes from D meson species contribute in a comparable

way in that mass region. This shows that NA62 is particularly sensitive to scenarios

where the HNL coupling to τ leptons is enhanced, the production chain originates

from DS → τντ , and the HNL mass is below 1 GeV/c2.

Information on other relevant theoretical scenarios can be found in Appendix C.

1.3 Heavy Neutral Lepton phenomenology

The semi-leptonic channel N → πµ has been chosen to perform the decay search

discussed in this work. In fact, this is a fully-reconstructible mode that gives the

greatest contribution in the mass range below the D meson mass, and it is therefore

particularly interesting for the NA62 case. This channel opens at a mass of ∼
0.25 GeV/c2 (the sum of mπ and mµ). Therefore, this thesis focuses on the HNL

production from D mesons and its subsequent decay to pion-muon final states, in

the mass range 0.25 GeV/c2 . mN . 1.9 GeV/c2.

It must be noted that, in the benchmark models studied, the HNL is considered

to be a Majorana particle. The only effect of this assumption is that rates and BRs

are twice what they would be if the HNL were a Dirac particle.
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1.3.1 Heavy Neutral Lepton production modes

HNLs are produced through the decays of all SM particles that can generate a

light neutrino, where the small mixing between the sterile neutrinos and the SM

leptons must be accounted for when computing the BRs of each production mode.

In the νMSM framework, sterile neutrinos are produced mostly via virtual W bosons

(charged current).

Fig. 1.1 and Fig. 1.2 show the Feynman diagrams of two HNL production modes.

Figure 1.1: Feynman diagram for
the D+ → e+N production mode. Figure 1.2: Feynman diagram for

the D0 → K−e+N production mode.

For this study, it is considered that an HNL could be produced via any of the

dominant decay modes of D, DS and D0 mesons, detailed in the following:

D → Nl; l = e, µ; (1.13)

DS → Nl; l = e, µ, τ ; (1.14)

D → H ′Nl; H ′ = π0, K0, K0∗(895), l = e, µ; (1.15)

D0 → H ′Nl; H ′ = π,K,K∗(891), l = e, µ; (1.16)

DS → τντ , τ → NH; H = π,K, ρ; (1.17)

DS → τντ , τ → Nlνl; l = e, µ; (1.18)

DS → τντ , τ → Nlντ ; l = e, µ. (1.19)

The formulae for computing each BR from [12] are detailed in Appendix A. It

must be noted that the form factors considered in the formulae of the three-body

production modes neglect the kinematic dependence. Nonetheless, the approxima-

tion is negligible within this simulation.

To compute the BRs of any three-body production mode, the differential BR

formulae detailed in [12] must be numerically integrated in two variables, EN and
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q2. The former quantity is the energy of the HNL in the mother rest frame, while

the latter (also called m2
Nl) is the squared invariant mass of the leptonic pair Nl. For

a fixed value of EN , the minimum and maximum values of q2 change. The squared

invariant mass of the hadron-lepton pair Hl, m2
Hl, is a function of EN , as seen in

eq. 1.22. This means that the maximum and minimum values of q2 = m2
Nl change

for a fixed value of m2
Hl, according to the Dalitz plot of the chosen mode, as seen in

Fig. 1.3 and Fig. 1.4. It is therefore necessary to compute these values analytically,

before numerically integrating the formula detailed in [12].
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Figure 1.3: Dalitz plot of the three-
body production mode D → K0eN , for
mN = 0.5 GeV/c2, for normal hierarchy
of the active neutrino masses, generic
model (U2

e : U2
µ : U2

τ =1:1:1) and U2 =
1.
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Figure 1.4: Dalitz plot of the three-
body production mode D0 → K∗µN , for
mN = 0.5 GeV/c2, for normal hierarchy
of the active neutrino masses, generic
model (U2

e : U2
µ : U2

τ =1:1:1) and U2 =
1.

To perform this computation, the chosen three-body decay is considered as a

sequential two-body decay, where the mother m (either a D meson or a τ lepton)

decays to an HNL, N , and a hadron-lepton pair, Hl, and then Hl decays to a hadron,

H, and a lepton, l.

First, a scan on EN is performed between its absolute minimum and maximum

values in the mother rest frame. These are given by

Emin
N =

(m2
m −m2 max

Hl +m2
N)

2mm

, (1.20)

and

Emax
N =

(m2
m −m2 min

Hl +m2
N)

2mm

. (1.21)

Here, mm is the mother mass, m2 max
Hl = (mm − mN)2 is the maximum squared

invariant mass of the Hl pair, corresponding to the case where H and l are produced

back to back and N is generated at rest (in the mother rest frame); m2 min
Hl =

(mH +ml)
2 is the minimum invariant mass of the Hl pair, corresponding to the case

where Hl is produced back to back with respect to N (in the mother rest frame);
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mN is the HNL mass, mH is the hadron mass and ml is the lepton mass.

For a fixed value of EN , several quantities are computed:

m2
Hl = m2

m − 2mmEN +m2
N , (1.22)

El,H =
(m2

Hl −m2
H,l +m2

l,H)

2mHl

, (1.23)

and

|~pN,H,l| =
√
E2
N,H,l −m2

N,H,l, (1.24)

where mHl is the invariant mass of the Hl pair, El,H are the energies of the lepton

and hadron respectively, in theHl rest frame, and |~pN,H,l| are the momentum moduli,

respectively, of the HNL (in the mother rest frame) and of the hadron and lepton

(in the Hl rest frame).

To compute the minimum and maximum values of q2 = m2
Nl for a fixed EN , the

quantities related to the hadron and lepton must be boosted from the Hl rest frame

to the mother rest frame. In the latter frame, the Hl pair has equal and opposite

momentum with respect to the HNL:

|~pHl| = |~pN | (1.25)

EHl =
√
|~pHl|2 +m2

Hl, (1.26)

|~βHl| =
|~pHl|
EHl

, (1.27)

and

γHl =
1√

1− |~βHl|2
, (1.28)

where |~βHl| is the modulus of the β velocity and γHl is the Lorentz factor of the Hl

pair in the mother rest frame.

The minimum value of the invariant mass of the Nl pair, q2
min, is obtained in

the configuration where the lepton momentum (in the Hl rest frame) and the HNL

momentum (in the mother rest frame) are parallel, whereas the maximum value of

the invariant mass of the Nl pair, q2
max, is obtained in the configuration where l

and N momenta are anti-parallel (in the rest frames mentioned above). Therefore,

for these two extreme cases, the lepton momentum and energy in the mother rest

frame, ~p
′

l and E
′

l , and ~p
′′

l and E
′′

l , respectively, are computed by boosting ~p l and El

(in the Hl rest frame) to the mother rest frame, considering that ~p l = (|~p l|, 0, 0),

~p
′

l = (|~p′l|, 0, 0) and ~p
′′

l = (|~p′′l |, 0, 0), since H and l lie on a plane in the Hl rest frame

and the transverse components of all momenta are conserved in a Lorentz boost.
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|~p′l| = γHl(|~p l| − |~βHl|El), (1.29)

E
′

l = γHl(El − |~βHl||~p l|), (1.30)

|~p′′l | = γHl(−|~p l| − |~βHl|El), (1.31)

E
′′

l = γHl(El + |~βHl||~p l|), (1.32)

where |~p′l| and E
′

l are, respectively, the momentum modulus and the energy of

the lepton in the mother rest frame, in the case where the N momentum (in the

mother rest frame) and the l momentum (in the Hl rest frame) are anti-parallel,

while |~p′′l | and E
′′

l indicate the same quantities when the HNL and lepton momenta

are parallel (in the rest frames mentioned above).

The minimum and maximum values of the invariant mass of the Nl pair can

then be computed:

q2
min = (EN + E

′

l)
2 − (~pN + ~p

′

l)
2, (1.33)

and

q2
max = (EN + E

′′

l )2 − (~pN + ~p
′′

l )
2. (1.34)

The differential BR of the chosen three-body production mode can now be in-

tegrated between q2
min and q2

max for a fixed value of EN and then multiplied by the

size of the EN step used for the scan. This procedure (from eq. 1.22 to eq. 1.34) is

repeated scanning on EN and summing the resulting integrals, to compute the BR

of the chosen mode.

Fig. 1.6 and Fig. 1.7 show the BRs of all listed production modes, as a function of

the HNL mass (for masses up to mDS), according to the models described in Section

1.2. Here, the choice of setting U2 = 1 is arbitrary and it is only used when plotting

the BRs, while a range suitable to the νMSM framework is used in the following

Chapters when computing the NA62 sensitivity to N → πµ decays. Moreover, if

the overall HNL coupling to SM leptons had a large enough value (U2 ∼ 1), it

would affect the D meson lifetime, which would be smaller than the predicted one.

Therefore, U2 values must be small enough to be consistent with such experimental

measurements.

Several considerations can be made for the production modes plotted in Fig. 1.6,

where the chosen scenario is U2
e : U2

µ : U2
τ = 1 : 1 : 1.

The DS → Nτ channel is the process with the lowest kinematic endpoint, due

to the mass difference mDS −mτ .

When a production mode reaches its kinematic endpoint, its BR starts to de-

crease, due to the shrinking of the available phasespace.
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The two-body leptonic decaysD → Ne andDS → Ne are not helicity-suppressed

compared to D → Nµ and DS → Nl (l = µ, τ) respectively, as it happens to the

analogous modes involving a SM neutrino. This is due to the fact that HNLs are

massive particles and their helicity can, therefore, be left or right.

Moreover, when the HNL mass approaches the SM neutrino mass and becomes

negligible, all BRs approach the values of the analogous modes involving SM neut-

rinos.

To have all production modes plotted on the same scale in Fig. 1.6, the τ lepton

modes have not been multiplied by BR(D,DS → τντ ).

In the mass range exploited for this study, namely (mπ + mµ) ≤ mN ≤ mDS ,

two modes, DS → Ne and DS → Nµ, give the greatest contributions, since their

phasespaces are the largest of all considered production modes.

Analogous considerations can be made for the modes shown in Fig. 1.7, where

the chosen scenario is U2
e : U2

µ : U2
τ = 0 : 1 : 10. By neglecting the U2

e coupling,

all production modes involving electrons are switched off, while the ones where τ

leptons are involved are enhanced (compared to Fig. 1.6), due to the value taken by

U2
τ . Production modes that include muons are still present, due to U2

µ = 1.

A more detailed understanding of the BRs shown in Fig. 1.6 and Fig. 1.7 can

be achieved by comparing three relevant mass points between the two plots: mN =

0.3 GeV/c2, 1 GeV/c2 and 1.8 GeV/c2.

At mN = 0.3 GeV/c2, in the generic scenario of Fig. 1.6, three-body production

modes are dominant with respect to the two-body ones. This is true also in the

tau-dominant scenario (Fig. 1.7), where all production modes involving an electron

are suppressed and the ones from τ leptons are enhanced.

For HNLs of a 1 GeV/c2 mass, in the generic scenario, the three-body production

modes are subdominant with respect to the DS → Ne and DS → Nµ ones. In the

tau-dominant case, the DS → Ne mode is removed, while the DS → Nµ channel

gives comparable contribution to the three-body production modes from τ leptons,

which are enhanced.

At mN = 1.8 GeV/c2, only the two-body channels D,DS → Ne and D,DS →
Nµ are still open, with the DS ones being dominant. In the case shown in Fig. 1.7,

the D,DS → Ne channels are removed, while the D → Nµ one is subdominant with

respect to DS → Nµ.

Information on the HNL production modes within other relevant theoretical scen-

arios can be found in Appendix C.
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1.3.2 Heavy Neutral Lepton decay modes

Several quantities need to be studied as a function of the coupling U2, to perform

this decay search. The HNL lifetime depends on its total decay width, which is the

sum of all possible HNL partial decay widths scaled by their specific-flavour coupling.

For this reason, all main HNL decay modes, for masses up to 1.9 GeV/c2, have been

considered.

Semi-leptonic and leptonic HNL decay channels to SM particles are open,

while decay modes to a sterile neutrino of a different leptonic species, such as

N → NαNβN̄β (α = e, µ, τ and β = e, µ, τ) are strongly suppressed. All the decays

are proportional to the mixing between HNLs and SM leptons they decay into, and

lepton number and lepton-family number are conserved.

Fig. 1.5 shows the Feynman diagram of the N → πµ decay mode chosen for the

searches presented in this thesis.

Figure 1.5: Feynman diagram for the chosen N → πµ decay mode.

Several dominant HNL decay modes are listed in [12] and in the following:

N → Hνl; H = π0, ρ0, η, η′, l = e, µ, τ ; (1.35)

N → Hl; H = π,K, ρ, l = e, µ, τ ; (1.36)

N → νανβ ν̄β; α = e, µ, τ, β = e, µ, τ ; (1.37)

N → lαl̄βνβ; α = e, µ, τ, β = e, µ, τ ; (1.38)

N → lαl̄ανβ; α = e, µ, τ, β = e, µ, τ. (1.39)

All other decay modes have been excluded from this study. Nonetheless, the

validity of this work in this respect holds and is explained in Chapter 3.

The formulae for computing each partial decay width and BR are detailed in
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Appendix B.

In Fig. 1.8 and Fig. 1.9, the partial decay widths of all mentioned decay modes

are shown. Fig. 1.10 to Fig. 1.11 display the BRs of all the decay modes (which

are the partial decay widths normalised to the total decay width), according to the

models described in Section 1.2. Here, the choice of setting U2 = 1 is arbitrary

and it is only used when plotting the BRs, while a range suitable to the νMSM

framework (10−10 ≤ U2 ≤ 10−1) is used in the following Chapters when computing

the NA62 sensitivity to N → πµ decays.

Several observations can be made about the BRs shown in Fig. 1.10. All BRs

have a kinematic startpoint that depends on the sum of masses of the HNL decay

products. The N → ννν startpoint is close to zero, due to the negligible masses of

SM neutrinos, while the N → eeν channel opens at mN = 2me +mν ∼ 1 MeV/c2.

The N → eτν, N → µτν and N → πτ decay modes give negligible contributions

to this study, since they open at mN > 1.8 GeV/c2, which is close to the DS mass

that marks the kinematic endpoint for HNLs to be produced from D mesons.

For mN < 0.5 GeV/c2, the trend of several decay modes is non trivial, due to

different channels opening almost simultaneously. Analogous considerations apply

to the partial decay widths plotted in Fig. 1.8.

Concerning the decay modes shown in Fig. 1.11, similar observations to the

ones in Fig. 1.10 can be made, considering that modes involving electrons, such as

N → πe, N → Ke and N → ρe, are switched off due to U2
e being neglected.

BRs of modes involving muons are present (U2
µ = 1), while τ modes are enhanced,

due to the choice U2
τ = 10.

The three-body decays N → elν (l = e, µ, τ) are present because the flavour-

specific coupling by which they are scaled depends on the species of the SM neutrino

produced. For example, a process such as N → eeνe is proportional to U2
e and is

therefore neglected in this scenario, while N → eeνα (α = µ, τ) is still present.

The N → πe and N → πµ decays are the modes that give the largest contribu-

tions in the explored mass range of (mπ +mµ) < mN < mDS , considering that only

two-body decays are fully reconstructible at NA62. The choice of studying N → πµ

decays for this thesis is motivated by the fact that at NA62 a trigger for πµ final

states is simpler than one for πe.

Analogous considerations apply to the partial decay widths plotted in Fig. 1.9.

A more detailed understanding of the BRs shown in Fig. 1.10 and Fig. 1.11 can

be achieved by comparing three relevant mass points between the two plots: mN =

0.3 GeV/c2, 1 GeV/c2 and 1.8 GeV/c2.

For an HNL of a 0.3 GeV/c2 mass, in the generic scenario, the N → π0ν, N → πe

and N → πµ decay modes are dominant, the N → ννν, N → eeν, N → eµν and
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N → µµν channels are negligible, and all other modes are not kinematically open.

In the tau-dominant case, only the N → π0ν and N → πµ modes are dominant,

while the N → πe one is suppressed, and N → ννν, N → eeν, N → eµν and

N → µµν are negligible.

At mN = 1 GeV/c2, all kinematically-open decay modes give comparable contri-

bution in both the generic and tau-dominant scenarios, but in the latter all modes

involving third (first) generation leptons and neutrinos are enhanced (suppressed).

For HNLs of a 1.8 GeV/c2 mass, in the generic scenario the N → π0ν, N → πe

and N → πµ processes are subdominant, while the others are comparable to the

case where mN = 1 GeV/c2. This is also true in the tau-dominant case, considering

that several modes are enhanced (suppressed) because they are proportional to U2
τ

(U2
e ).

Information on the HNL decay modes within other relevant theoretical scenarios

can be found in Appendix C.
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Figure 1.6: BRs for HNL production modes as a function of the HNL mass, for normal
hierarchy of the active neutrino masses and for the generic model (U2 = 1 and U2

e : U2
µ :

U2
τ =1:1:1).
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τ = 1:1:1) and normal hierarchy of the active neutrino
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τ = 1:1:1), normal hierarchy of the active neutrino masses and U2 = 1.
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1.4 Status of Heavy Neutral Lepton searches

1.4.1 Techniques and general current status

Two classes of experimental techniques have been exploited so far to search for

HNLs. These are decay searches, in which the final states of a specific decay mode

are reconstructed; and production searches, in which the emission of an HNL is

deduced from the study of the missing mass distribution (defined as the squared

difference between the four-momenta of the initial and visible final states).

The decay search technique looks for specific HNL decay products and is used in

the so-called “beam-dump” experiments. A high-intensity proton beam is delivered

to a fixed target for meson production (mainly kaons, D and B mesons). Their decay

products, together with the beam remnants, are completely absorbed by a shield,

so that only feebly interacting particles can survive, passing through the shield. If

those particles are long-lived enough, they can reach the fiducial volume and decay

to SM final states via charged or neutral current interactions.

The bounds obtained from searches for HNL decays into visible particles are in

general less robust than the ones coming from production searches. In fact, these

searches are model dependent and the bounds obtained with HNL visible decays

would be weakened if the HNLs had dominant decay modes into invisible particles.

Searches have been performed for HNL decays to selected final states, below the

D meson mass. The N → eµνe decay has been explored by PS191 [29], whereas

N → e+e−νe, N → µ+µ−νµ, N → e+µ−νµ and N → e−µ+νe processes have been

studied by CHARM [30]. BEBC focused on N → πe [31], while NuTeV studied

N → µ+µ−νµ decays [32]. The T2K experiment performed decay searches of N → lπ

and N → lαlβν (α, β = e, µ) [33].

The only experiment able to exclude a region allowed by BAU was PS191, for

masses below 350 MeV/c2 [29].

Production searches have been performed in K, π → lνl decays (where l = e, µ).

If an HNL exists, the distribution of the missing mass m2
miss = (pK−pl)2 is expected

to have a peak at the HNL mass. No peak has been observed so far, allowing upper

limits to be set on the coupling of HNLs to SM leptons as a function of the HNL

mass. The bounds set in these searches are more robust than the decay serach ones

because they only assume that an HNL exists and mixes with a SM neutrino and

are, therefore, less model dependent.

The production search technique has been exploited in several general-purpose

experiments, to look for HNL production below the kaon mass. The PiENu experi-

ment searched for π+ → e+N and π+ → µ+N decays [34], whereas KEK, NA62 and

E949 studied K+ → µ+N and K+ → e+N processes [35], [36], [37], [38]. Limits on
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the HNL mixing to electrons have also improved by testing lepton universality and

re-analyzing data for the measurements of Rπ
eµ = BR(π+→e+νe)

BR(π+→µ+νµ)
, RK

eµ and RDS
eτ [39].

1.4.2 Status of searches and future prospects for the tau-

dominant scenario

A status of decay searches with HNLs coupling only to third generation leptons is

discussed in the following, to allow for comparison with results presented in this work.

Further details can be found in the Beyond the Standard Model (BSM) working

group of the Physics Beyond Collider (PBC) report [40]. This is an exploratory study

aimed at exploiting the full scientific potential of the CERN accelerator complex

and scientific infrastructures through projects complementary to the LHC and other

possible future colliders.

Two experiments have set limits on U2
τ as a function of the HNL mass, so far,

as seen in Fig. 1.12. CHARM set bounds on the mixing in the mass range 10-290

MeV/c2, by re-interpreting the null result of a search for events produced by the

decay of neutral particles with electrons in the final state, using the neutrino flux

produced by 400 GeV/c protons on a solid copper target [41]. DELPHI studied HNL

decays to two-body final states at the LEP (Large Electron Positron) collider [42].

According to the PBC studies, several experiments will be able to set more

restrictive limits on HNL coupling to τ leptons, below the B meson mass, in a 10-15

year time scale. This is shown in Fig. 1.12, where shorter timescale projections

(2021-2023) for NA62 are plotted as well. A brief description of each experiment

considered in Fig. 1.12 follows.

NA62 will perform a second phase of data-taking at the restart of SPS operations,

after the CERN long shutdown ending in 2021. This phase foresees a data-taking

period dedicated to HSM and DF searches and the opportunity of collecting 1018

POT. Construction of a new scintillator hodoscope is ongoing, which will be commis-

sioned by 2021 and installed at the beginning of the NA62 decay region, to improve

background rejection for HSM and DF searches.

FASER, a new approved experiment to be built downstream of the ATLAS

interaction point at the LHC, will look for a plethora of light, feebly-interacting

HSMs [43].

SHiP is a new experiment to be installed at the SPS, specifically designed to

search for a wide range of HSMs with the so-called “beam dump” technique, where

a high-intensity beam impinges on a thick, dense material to potentially produce

feebly interacting particles [44].

MATHUSLA200, a dedicated large-volume displaced vertex detector for the high-
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luminosity upgrade of LHC, will be installed on the surface above ATLAS or CMS,

to look for neutral, long-lived particles [45].

CODEX-b is a new proposed detector element at the LHCb experiment, designed

to search for displaced decays of BSM long-lived particles [46].

Finally, FCC-ee, the Future Circular Collider with high-luminosity e+e− beams

that could be built as an expansion of the LHC, could search for decays of HNLs

produced in Z boson decays [40]. This is a long-term project expected to be com-

missioned in 30-40 years.

In Fig. 1.12, Big Bang Nucleosynthesis (BBN) and see-saw constraints are visible.

An HNL with parameters to the left of the BBN line would live sufficiently long in

the early universe to result in an overproduction of primordial Helium-4 [40, 47].

Below the see-saw limit, the mixing of the HNL with active neutrinos becomes too

weak to produce the observed pattern of neutrino flavour oscillations [40].

Experiments such as NA62, SHiP, FASER, MATHUSLA200 and CODEX-b will

be able to exploit a wider range of HNL decay searches and to explore broader

regions of the HNL mixing to electrons, U2
e , and to muons, U2

µ, as a function of the

HNL mass. More details on this can be found in Appendix D.

Figure 1.12: Sensitivity at 90% Confidence Level (CL) to HNLs with coupling to the
τ lepton generation only, for a scenario in which U2

e : U2
µ : U2

τ = 0:0:1. Current bounds
(filled areas), 2021-2023 projections for NA62, and 10-15 years prospects (solid and dotted
curves) for PBC projects (SHiP, MATHUSLA200, CODEX-b and FASER). Projections
from FCC-ee are also shown. BBN and see-saw model constraints are visible [40].
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Chapter 2

The NA62 experiment at CERN

2.1 The NA62 physics programme

The main goal

NA62 is a fixed-target experiment located in the CERN North Area. Its main

goal is to measure the BR of the rare decay K+ → π+νν̄ to a 10% precision, by

collecting 100 SM events [9].

Kaons have always played a pivotal role in experimental flavour physics. Their

study led to the postulation of the strangeness quantum number, while the neutral

kaon sector provided the first evidence of both direct and indirect CP violation

[48,49].

TheK+ → π+νν̄ decay is rare due to the GIM mechanism, which forbids Flavour-

Changing Neutral Current (FCNC) processes at tree level, and it proceeds via a top-

quark loop. Therefore, its BR is proportional to |Vtd|2, the second smallest element

of the CKM matrix. The SM prediction of BR(K+ → π+νν̄) has a precision of 10%,

so an experimental measurement of the same precision would allow for deepening

knowledge on the CKM matrix element and would be sensitive to PBSM [50].

By analyzing the data sample collected in 2016, NA62 has put an upper limit on

BR(K+ → π+νν̄) < 14 · 10−10 at 95% confidence level (CL) [51].

Other searches

Beside the K+ → π+νν̄ measurement, NA62 performs a broad programme of

rare and forbidden decays and HSM and DF searches, by exploiting the high flux of

protons delivered to the experiment (∼ 1012 protons/s).

Limits have been set on Lepton-Number Violating (LNV) kaon decays recently,

namely K+ → π−e+e+ and K+ → π−µ+µ+. Lepton-Flavour Violating (LFV)

processes, such as K → πµe, are currently studied at NA62 as well [52].
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HNLs can be studied by exploiting both the production search technique (as

mentioned in Section 1.4) [36, 37] and the decay search technique (this thesis). An

HSM that is looked for at NA62 is the Dark Photon (DP), by performing production

searches in π0 decays to a SM photon and a DP [53]. Decays of Axion-Like Particles

(ALPs) to two SM photons are also studied at the NA62 experiment.

2.2 The kaon operation mode

Besides dedicated data-taking periods in different conditions, NA62 runs in kaon

mode for the majority of the time. During each 3 s long beam-delivery period (called

“spill” or “burst”), the 400 GeV/c proton beam extracted from the SPS impinges

on the T10 target, with a nominal beam intensity of ∼ 3 · 1012 POT per burst.

During the 2016-2018 data taking, the beam intensity varied from 30% to 90% of

the nominal one. This was due to SPS beam instability and large instantaneous beam

intensity fluctuations that the NA62 data acquisition system could not sustain. As

a consequence, the beam intensity was kept lower than the nominal one in order

to improve the data acquisition efficiency. In stable conditions, the instantaneous

beam intensity fluctuations throughout a single spill, was observed to have variations

amounting to less than 10%.

The secondary, positive K12 beam is extracted with an average momentum of 75

GeV/c, a 6% content of kaons (the remaining is ∼ 70% pions, ∼ 23% protons and

∼ 1% muons) and an instantaneous rate of 750 MHz, at nominal beam intensity [54].

This intensity can be decreased by either pulling closer the set of copper beam

collimators (called TAXes) or by regulating the intensity of the primary proton

beam delivered by the SPS.

The majority of the NA62 programme is studied in kaon mode, namely: the

K+ → π+νν̄ process, LFV and LNV kaon decays, and processes involving HSMs

such as DPs and DFs such as HNLs. These mediators can be produced in K, D and

B meson decays generated via interaction of the beam protons with the beryllium

target itself.

Data for HSM and DF searches can be collected in this operation mode during

the whole data-taking period, without the need of dedicated runs, by allocating

a fraction of the available bandwidth to the so-called “exotic” triggers. However,

decays of kaons, pions and muons in the beamline constitute background sources for

these studies and must be proved to be kept under control or eliminated.

The data sample analyzed for the HNL decay search discussed in this thesis has

been collected in kaon mode during the data-taking period of 2016-2018, at various

beam intensities, using the “muon exotic” trigger described in Section 2.5.4. The
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full data set collected with this trigger during 2016-2018 corresponds to 2.4 · 1017

POT, whereas only a subset reconstructed with the NA62 offline framework and

corresponding to 1 ·1017 POT has been analysed for the work detailed in this thesis.

2.3 The beam-dump operation mode

A different operation mode from the kaon one is the beam-dump mode. In this

data-taking setup, the beryllium target is pulled up and the TAXes are completely

closed, so that they act as a dump for the SPS proton beam. The protons inter-

act with the dump, potentially generating HSMs (direct production) or K, D and

B mesons which decay to produce long-lived, feebly-interacting particles (indirect

production). Extra intermediate mesons can be produced in the hadronic showers

generated by the SPS proton beam, since the TAXes correspond to 22 interaction

lengths. This potentially yields enhanced production of HSMs and DFs through

secondary interactions [55].

Data samples have been collected in dedicated beam-dump runs during the 2017

data taking, for a total of 2 · 1016 POT.

Collecting data in beam-dump mode means that the only background sources

still present come from muon- and neutrino-induced processes, via their inelastic

interaction with the material of the NA62 upstream detectors [55]. Moreover, no

beam-intensity restrictions are present, and there is only need for a minimum-bias

trigger on charged tracks. On the other hand, this operation mode requires dedicated

data-taking runs, which means that a significantly smaller sample (compared to the

one in kaon mode) has been collected between 2016 and 2018.

After the current CERN long shutdown, when NA62 resumes data-taking oper-

ations, a longer period will be dedicated to the beam-dump mode, with the goal of

collecting a sample for HSM and DF studies that corresponds to 1018 POT. This will

make NA62 competitive to several experiments described in Section 1.4 and able to

set more restrictive limits on HSM and DF couplings to SM particles for different

searches and theoretical models.

2.4 Experimental strategy for Heavy Neutral

Lepton decay searches

At NA62, all the HSM and DF searches performed require the proton beam

coming from the SPS to impact either on the beryllium target or on the TAXes, to

produce strange, charm and beauty mesons that might decay into HSM particles or
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DFs, such as the HNLs. If these mediators are long-lived enough, they can travel to

the Fiducial decay Volume (FV) and decay into SM particles.

A typical N → πµ signature includes a two opposite-charge track vertex dis-

placed from the beam axis, in the FV, and no signal upstream of the fiducial decay

region.

In the following, a description of the NA62 apparatus is provided, with special

focus on the detectors that are crucial to the HNL searches detailed in this thesis.

All the NA62 systems that are not used for the detection of the HNL signal, but

are fundamental for the background rejection studies detailed in Chapter 5 and

performed on a data set collected in kaon operation mode, have been described as

well.

2.5 The NA62 experimental apparatus

The information about the NA62 detectors and subsystems provided here, in-

cluding schematic layouts and pictures, can be found in [54], together with additional

details on construction and performances.

2.5.1 The beam line

The NA62 experiment is located in the CERN North Area. The primary 400

GeV/c proton beam is delivered by the SPS onto T10, a beryllium rod that is 400 mm

long and has a 4 mm radius, whose centre marks the origin of the NA62 reference

frame. The high-intensity secondary hadron beam, K12, is derived from T10 at

a central momentum of roughly 75 GeV/c. Since all downstream detectors have

a central beam hole, the great majority of the secondary beam particles continue

along the beam axis without being detected downstream.

Before the start of the decay volume, a series of magnets and collimators (in-

cluding the TAXes) is used to shape, focus and steer the K12 beam.

The decay region is contained in the first 65 m of a large 117 m long tank,

starting at Z = 102.4 m downstream of the target. The pressure in the tank is kept

at ∼ 10−6 mbar by several cryo-pumps.

Downstream of the last NA62 detector, the beam is finally absorbed in a beam

dump composed of iron surrounded by concrete.

The K12 beam is not used for the HNL decay searches detailed in this thesis. In

fact, HNLs are produced from charmed meson decays generated in the interactions

of the SPS proton beam with either the target or the TAXes.
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2.5.2 The NA62 detectors

A schematic layout of the NA62 experiment is displayed in Fig. 2.1.

Figure 2.1: Schematic layout of the full NA62 experimental setup, with all detectors
visible [54].

As K12 is a high-momentum beam, the detector has been designed to be hermetic

for particles emitted up to 50 mrad with respect to the Z axis.

A summary of the sub-detector systems is provided in Table 2.1. A description

of each subsystem and its purpose for the studies detailed in this thesis is provided

as well.

The tracking system

The GigaTracker The GigaTracker (GTK) is designed to provide precision meas-

urements of the momentum, time and position of all the particles in the K12 beam

(750 MHz rate). It is located upstream of the fiducial decay volume and consists

of three hybrid silicon micro-pixel stations, installed around four dipole magnets

arranged as an achromat.

The GTK is not used for HNL decay searches, where no upstream signal is

present. In fact, HNLs do not belong to the beam and they would not be detected

by the GTK regardless, since they are electrically neutral particles.

The Straw spectrometer The Straw spectrometer is used to measure the mo-

mentum and trajectory of the decay products downstream of the fiducial decay

volume.

The spectrometer consists of four straw chambers, operated in the vacuum of

the decay tank, and the MNP33 large-aperture dipole magnet, located between the

second and third chamber. This magnet provides a vertical field integral of about
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System Detector General purpose Purpose for HNL
searches

Tracking GigaTracker

STRAW

Momentum, time and
position measurement of
all beam particles
Reconstruction of
charged downstream
tracks

Not used

Reconstruction of fi-
nal state tracks (charged
pions and muons)

Particle ID KTAG

RICH

MUV1 and
MUV2

Identification and time
measurement of up-
stream K+

Downstream track
identification (π/µ/e
separation)
Downstream track
identification (π/µ
separation)

Rejection of kaons in
time with downstream
tracks
Trigger

Not used

Hodoscopes CHOD and
NewCHOD

Time measurement of
downstream charged
tracks

Trigger; time measure-
ment of downstream
charged tracks

Photon veto LAV

LKr

SAV

Rejection of photons
emitted at 8.5 mrad
≤ θ ≤ 50 mrad from the
beamline
Rejection of photons
emitted at 1.5 mrad
≤ θ ≤ 8.5 mrad from the
beamline
Rejection of photons
emitted at θ ≤ 1.5 mrad
from the beamline

Rejection of extra activ-
ity

Rejection of extra
activity

Rejection of extra
activity

Muon veto MUV3 Muon identification Trigger; muon identifica-
tion

Others CHANTI

MUV0

HASC

Rejection of inelastic
beam interactions in the
GTK stations
Rejection of large-angle
downstream π
Rejection of high-
momentum π at low
angles from the beamline

Rejection of extra activ-
ity

Not used

Not used

Table 2.1: Summary of the NA62 detector systems, their general purposes and their
purposes for the HNL searches detailed in this thesis.
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Figure 2.2: Schematic layout of the
four views within a Straw chamber
[54].

Figure 2.3: Staggering scheme of
the four layers of straw tubes that
guarantee at least two hits per view
for each track [54].

0.9 Tm towards the positive Y axis (equivalent to a 270 MeV/c kick towards the

negative X axis for positively-charged particles).

The chambers contain four views: the (X, Y ) views are placed at (0◦, 90◦) with

respect to the vertical axis, whereas the (U, V ) views are rotated with respect to

the first two, so that they are at (−45◦, 45◦) from the Y axis. Each view consists

of 448 straw tubes, divided into four layers and staggered to guarantee at least two

hits per view. Fig. 2.2 contains a schematic layout of the module orientation in the

chambers, while Fig. 2.3 shows the staggering of the straw tubes within a chamber.

The chamber active area is a circle of 2.1 m outer diameter centred on the

longitudinal Z axis. A 12 cm wide gap is present at the centre of each view such

that, after overlaying the four views, an octagon-shaped hole of 6 cm apothem

is created to allow for passage of the beam particles. The straw tubes are filled

with a combination of 70% argon and 30% CO2 at atmospheric pressure. They are

coated with a layer of copper, 50 nm thick, and they contain a tensioned gold-plated

tungsten anode wire with a diameter of 30 µm.

The track momentum resolution is σp
p

= 0.3% ⊕ 0.005% · p
GeV/c

, whereas the

angular resolution is σθ = 60µrad, for tracks of momentum p = 10 GeV/c, and σθ

= 20 µrad at p = 50 GeV/c [56].

The Straw spectrometer is a crucial detector for HNL decay searches to pion-

muon final states, since both decay products are electrically charged.

The particle identification system

35



Figure 2.4: Schematic view of the KTAG tank. The tracing of the K+ Cherenkov light
is visible [54].

The KTAG The Kaon Tagger (KTAG) is the first detector placed downstream

of the T10 target. The KTAG is a Cherenkov detector which identifies the 6% K+

content of the K12 hadron beam and consists of a nitrogen-filled tank and several

photomultiplier (PMT) clusters, called light boxes or sectors. By controlling the

pressure in the tank and setting it at 1.7 bar, the opening angle of the Cherenkov

light cone can be controlled in such a way that only the rings generated by positive

kaons are selected through a diaphragm, after being reflected by a set of spherical

mirrors. The light then reaches the KTAG sectors, eight clusters of 48 PMTs each,

located in an insulated, cooled Faraday enclosure flushed with nitrogen gas. Fig.

2.4 shows a schematic layout of the KTAG, including the path of Cherenkov light

emitted by a positive kaon.

The KTAG is tuned with a pressure and alignment scan to maximise the kaon

detection efficiency. The coincidence of signals from multiple sectors is used to

timestamp each kaon of the K12 beam [57]. The KTAG time resolution for the

individual PMT signals is measured from the difference between the hit time in a

PMT and the average time of all signals produced by a beam particle. The time

resolution in a single channel is 300 ps while, with 20 PMT signals detected on

average per beam kaon (with the average rate of 2.3 MHz/channel at the nominal

45 MHz kaon rate), a kaon time resolution of 70 ps is achieved.

The KTAG is used as a veto for the N → πµ search, by requiring that the signals

sent by five or more KTAG sectors are not in coincidence with the downstream

tracks.
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The RICH The Ring Imaging Cherenkov (RICH) detector is used for particle

identification of the downstream decay products. It is located just downstream of

the vacuum tank, and it is used primarily to separate pions, muons and positrons

in the momentum range between 15 GeV/c and 35 GeV/c.

The RICH tags downstream particles with a 70 ps time resolution and it can

be used in combination with the Straw spectrometer, so that the identification of a

track can be inferred from the Cherenkov radius, computed through the momentum

measurement provided by the spectrometer.

Figure 2.5: Cherenkov ring radius as a function of particle momentum for electrons,
muons, charged pions and scattered beam kaons. Particles with momentum higher than 75
GeV/c are due to muons in the beam halo [54].

Above 35 GeV/c, the RICH identification efficiency decreases, since the radii

of Cherenkov rings produced by different particles start to become more and more

similar, as seen in Fig. 2.5. The RICH cannot, therefore, be used for particle

identification in HNL decay searches. In fact, the majority of HNL decay products

have momenta between 30 GeV/c and 400 GeV/c, a range in which the RICH

starts to be less and less efficient. Moreover, one of the two decay products of

these DFs is negatively charged, with the RICH not being optimised for detecting

these tracks. This is due to the fact that the NA62 apparatus is designed to detect

positive particles with the highest possible efficiency (since its main studied decay

is K+ → π+νν̄). This is achieved by slightly tilting the RICH vessel towards the

negative X axis, where positive tracks are deflected by the MNP33 magnet, leaving

the positive X axis partially uncovered by this detector.

For these reasons, the particle identification for HNL decay searches is performed

by other detectors, described in the following paragraphs.
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Figure 2.6: Schematic view of the
CHOD. The vertical and horizontal
slabs of the two planes are visible [54].

Figure 2.7: Schematic layout of the
NewCHOD [54].

The MUV1 and MUV2 The MUV1 and MUV2 are two hadronic calorimeters

located downstream of the RICH. Their purpose is to provide energy-based separa-

tion for pions and muons. Pions deposit some of their energy in the electromagnetic

calorimeter upstream of the hadronic calorimeters, then they deposit the remaining

energy in the MUV1 and MUV2. Muons, on the contrary, release less energy in all

three calorimeters (about 200 MeV), so that they reach the muon detector, further

downstream.

The hadronic calorimeter system is not used for the searches detailed in this

thesis. The particle identification for HNL decay searches is performed by other

detectors, described in the following, namely the LKr and the MUV3, although the

MUV1-MUV2 would have been an equally efficient tool for the particle identification

required in this study.

The hodoscopes

The CHOD The Charged Hodoscope (CHOD) is a detector used to obtain a fast

response to the charged products of K+ decays. It is located between the RICH

and the hadronic calorimeters, and it consists of two consecutive octagonal planes

with 64 vertical and 64 horizontal plastic scintillator slabs, as shown in Fig. 2.6.

Slab lengths vary from 1.21 m (inner counters) to 0.6 m (outer counters), forming

an octagon. The slab thicknesses are 65 mm in the central region close to the beam,

where the particle flux is higher, and 99 mm in the outer region [58]. The slabs are

read-out at one end by fast PMTs. A central hole is present to allow for the passage

of beam particles.

A charged particle traversing the detector produces signals in a single pair of
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Figure 2.8: Schematic drawing of a
LAV station, with five lead-glass lay-
ers visible [54].

Figure 2.9: Schematic view of a
quadrant of the LKr. The cells tra-
verse the depth of the detector [54].

slabs from the two planes, from which two time measurements are performed. The

time resolution of the CHOD is σt = 200 ps, providing a suitable source for fast

minimum-bias triggers.

Since both decay products of HNLs are electrically charged, the CHOD is used

to provide precise time measurement for both tracks.

The NewCHOD The NewCHOD is a hodoscope located just upstream of the

CHOD, made of a matrix of 152 plastic scintillator tiles, each 30 mm thick (Fig. 2.7).

Subdivision of the acceptance surface into tiles leads to an optimised distribution of

hit rates, with inner tiles being smaller than outer ones. The beamline runs through

the centre of the NewCHOD. The scintillation light from each tile is collected by

wavelength-shifting (WLS) fibres and detected by a pair of Silicon PMTs (SiPM).

The detector time resolution is σt = 1 ns. The NewCHOD is used to provide

geometrically-based information to be used in the low-level trigger, by defining four

quadrants of equal area. These quadrants are used to trigger for decays containing

either single or multiple charged tracks.

The photon vetoes

The Large-Angle Veto The Large Angle Veto (LAV) is a system of twelve inde-

pendent ring-shaped detectors or stations, placed at longitudinal positions between

the start of the decay volume and upstream of the CHOD. The LAV covers the

angular region of 8.5 mrad ≤ θ ≤ 50 mrad with respect to the Z axis, and it is

designed to detect photons emitted at wide angles.

Fig. 2.8 displays a single LAV station, containing five layers of lead-glass crystal

blocks. High-energy photons interacting with the lead-glass blocks generate electro-

magnetic showers, which produce Cherenkov light in the material.
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The LAV achieves a detection inefficiency of 10−4 for photons with energy

between 200 MeV and 1 GeV, and it has a time resolution of about 1 ns for photons

with energy of about 1 GeV. For these photons, an energy resolution of at least 10%

is reached [59].

This subsystem is used as a veto for HNL decay searches.

The Liquid Krypton Calorimeter The Liquid Krypton calorimeter (LKr) is an

electromagnetic, quasi-homogeneous calorimeter filled with liquid krypton, kept in

a cryostat at a temperature of 120 K. The LKr is located upstream of the hadronic

calorimeters, and its main purpose is to veto photons emitted at intermediate angles,

1 mrad ≤ θ ≤ 8.5 mrad, with respect to the Z axis. The sensitive volume of the

LKr, corresponding to 27 radiation lengths in depth, is divided into quadrants of

cells, formed by electrodes aligned along the longitudinal axis of the experiment

(Fig. 2.9). In total, 13248 cells cover the transverse face of the detector, allowing for

the beam particle passage, with each cell spanning the calorimeter full depth. The

signal produced by a particle crossing the LKr is collected by preamplifiers inside

the cryostat, directly attached to the calorimeter cells.

The LKr energy resolution is σE
E

= 1.4% at an energy deposit of 25 GeV, while

the spatial and time resolutions are 1 mm and 1 ns.

The LKr is one of the crucial detectors for particle identification in the N → πµ

search detailed in this thesis. In fact, the pion/muon separation is achieved through

the study of E
p

, where E is the deposited energy measured in the LKr and p is the

momentum measurement provided by the Straw spectrometer.

The Small-Angle Veto The Small Angle Veto (SAV) consists of two systems,

the Intermediate Ring Calorimeter (IRC) and the Small Angle Calorimeter (SAC).

The IRC is located just upstream the LKr and wraps directly around the beam

pipe, whereas the SAC is the most downstream detector of NA62, installed inside

the beam vacuum towards the end of the beam pipe, just upstream of the beam

dump. Both are used to detect photons which are emitted almost parallel to the

beam, with angles below 1.5 mrad. The detectors are shown in Fig. 2.10 and Fig.

2.11. They are both Shashlik calorimeters that use plastic scintillators as active

volume and lead as an absorber.

The inefficiency detection of the SAV system for a single photon has been meas-

ured at 7 · 10−4, for photons with E ≥ 200 MeV.

The SAV is used as a veto for HNL decay searches.

The muon detector
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Figure 2.10: Picture of the IRC,
wrapped around the beamline [54].

Figure 2.11: Picture of the SAC,
directly inserted into the beamline
[54].

Figure 2.12: Schematic view of the hadronic calorimeters (striped grey and blue). The
iron wall (red) and the muon detector (grey) are also visible [54].

The MUV3 The MUV3 detector is a muon detector, located downstream of the

MUV1-2 system, behind an 80 cm thick iron wall, used to stop any surviving had-

rons (Fig. 2.12), and it provides fast identification for muons traversing the whole

calorimeter system (LKr, MUV1,2 and the iron wall), which has a total thickness of

about 14 interaction lengths. The MUV3 is a square-faced detector with transverse

size of 2.64×2.64 m2. Like the NewCHOD, the MUV3 consists of plastic scintillator

tiles, 8 of which have a smaller area and are placed around the beampipe, where

the instantaneous beam rate is higher (Fig. 2.13). Two PMTs are placed directly

behind each scintillator and are used to read out each tile.

The time resolution of the individual MUV3 channels is σt = 600 ps. The MUV3
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muon identification efficiency exceeds 99.5% for momenta above 15 GeV/c. This

makes the MUV3 suitable to provide particle identification for N → πµ searches,

where the majority of tracks have momenta above 30 GeV/c. In these decays, one

of the two tracks leaves a signal in the muon detector, while the other one does

not. This, together with the E
p

measured by the LKr and the Straw spectrometer,

constitutes all the information used for particle identification for the work detailed

in this thesis.

Figure 2.13: The MUV3 tile rate
in nominal beam conditions. A single
inner “hot tile” is present due to the
decay of beam pions to muons [54].

Figure 2.14: A CHANTI station,
with the hole for the passage of the
beam particles [54].

Other detectors

The CHANTI The Charged particle Anticounter (CHANTI) detector provides

rejection for inelastic interactions of the beam with the most downstream GTK

station, GTK3, with a 99% efficiency. The CHANTI is composed of six square

scintillator hodoscope stations (Fig. 2.14), with a hole in the centre to allow for the

beam particles to pass.

The single hit time resolution was measured at 1 ns.

The CHANTI detector is used as a veto for N → πµ decay searches.

The MUV0 The MUV0 detector is a scintillator hodoscope designed to detect

negative pions with momenta below 10 GeV/c, deflected towards positive X by the

spectrometer magnet, MNP33, and leaving the lateral acceptance near the RICH.

The information provided by the MUV0 is not used for HNL decay searches.

The HASC The Hadronic Sampling Calorimeter (HASC) is located downstream

of the MUV3 and is used for the detection of positive pions with momentum above
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50 GeV/c and propagating through the beam holes in the centres of the Straw

chambers.

The HASC is not used for the search detailed in this thesis.

2.5.3 Summary of detector purposes for Heavy Neutral

Lepton decay searches

Several subsystems are exploited to detect the N → πµ signal for the HNL decay

searches described in this work.

The two-track, high-momentum final state that constitutes the signature of

N → πµ decays is detected by the downstream Straw spectrometer, whereas the time

measurement of the two tracks is provided by the CHOD detector. Identification of

pions and muons in the final state is performed by studying the energy-momentum

ratio of the two tracks, combining the information provided by the Straw spectro-

meter with the one provided by the electromagnetic calorimeter, the LKr. The muon

detector, the MUV3, is used to provide muon identification for one of the two final

state tracks.

Several detectors are used as veto systems to reject background sources to the

pion-muon final states.

The KTAG provides information on whether a kaon signal is found in coincidence

with the downstream tracks. The photon veto systems (LAV, SAV and LKr) are

exploited to reject any extra activity with final state photons emitted with an angle

between 0 mrad and 50 mrad from the beamline, while extra upstream activity is

vetoed by the CHANTI.

2.5.4 The trigger and data-acquisition system

The Trigger and Data Acquisition (TDAQ) system collects the data and records

it to disk for further analysis. In this Section, an overview of the NA62 TDAQ is

provided. Further information can be found in [60].

The trigger levels

The NA62 experiment adopts a multi-level trigger strategy to reduce the down-

stream particle flux, 10 MHz, to a rate limited by the available bandwidth for storing

the data to disk, 100 kHz. A description of the trigger levels follows.

• L0: a hardware-based trigger, evaluating sub-detector digitised signals, the

so-called “primitives”, before passing the decision to the Level 0 Trigger Pro-

cessor (L0TP). Each trigger primitive can then be used to build a trigger, to

43



select events with specific features based on the timing coincidence of multiple

primitives. The maximum L0 trigger rate is 1 MHz. Six detectors contribute

to the L0 trigger, which was in operation during the full 2016-2018 data-taking

period;

• L1: a software trigger, requiring loose selection criteria for specific sub-

detectors, based on the signal decay of interest. Each algorithm is applied

sequentially, aiming to reduce the trigger rate to about 100 kHz. None of the

calorimeters (LKr, MUV1, MUV2, IRC and SAC) or the GTK are read at L0,

because of their amount of channels. The information they collect is read at

L1, which performed during the full 2016-2018 data-taking.

The L0 primitives

Each sub-detector participating in the L0 trigger generates primitives, which are

time-stamped data packets containing information on whether specific criteria were

met according to the trigger firmware for each sub-detector. To build a L0 trigger,

the L0TP identifies which primitives were simultaneously true within a 6.25 ns time

window. If any of the primitive coincidences match with any of the user-requested

triggers, the L0 trigger is issued and the event is passed to the L1 software stage.

For the work presented in this thesis, two triggers are relevant:

• Control: CHOD, used for normalization purposes and for counting the num-

ber of POT;

• Muon exotics: RICH-Q2-M(O)1, used to collect N → πµ events. During

the 2016-2018 data taking, this mask was downscaled of different factors, from

a minimum of 1 to a maximum of 20, due to the limited bandwidth for data

acquisition. For example, a downscaling of 10 means that only one triggered

event out of 10 has been written on disk. The data collected with this mask

amounted to not more than 1% of the available L0 bandwidth throughout the

data-taking period.

These are defined by the combination of different primitives:

• CHOD: primitives for any charged track, based on hit multiplicity;

• RICH: primitives for any charged track above Cherenkov threshold, based on

hit multiplicity;

• Q2: primitives for two CHOD quadrants containing hits within a 10 ns time

window;

• M(O)1: primitives for at least one (outer) MUV3 tile containing hits.
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The L1 algorithms

After an event has passed the L0 stage, the L1 software trigger is run on the PC

farm, a cluster of 32 computers. Three relevant algorithms are applied at the L1

stage, for the “muon exotics” trigger used for HNL decay searches, which reduce of

a factor of about 20 the amount of data that pass through the L1 decision:

• notKTAG: rejects events with at least five out of eight KTAG sectors being

in time with each others and within 5 ns of the L0 trigger time. This algorithm

identifies a beam kaon candidate consistent with the event time and rejects it

to reduce the background to N → πµ signals;

• notLAV: used as a veto, the algorithm searches all twelve LAV stations for

at least two hits. The time of the hit must be within 10 ns of the L0 trigger

time. This suppresses any possible background involving final-state photons

emitted at large angles;

• StrawExo: this algorithm performs a track reconstruction and searches for

one negative track with a momentum between 3 GeV/c and 100 GeV/c.

2.5.5 The NA62 framework

The NA62 Framework (NA62FW) is a software framework developed for the

NA62 experiment. The framework is comprised of three independent packages, all

based on the ROOT software [61]:

• NA62MC: the NA62 Monte Carlo (MC) framework is a simulation based on

the Geant4 (G4) package [62]. It is used to produce large simulated event

samples of the individual kaon modes, together with several HSM and DF

processes. A full Monte Carlo simulation of the HNL production from dif-

ferent D mesons and its subsequent decay to two-body final states has been

designed, within the scope of this thesis, to study the NA62 expected sensitiv-

ity to N → πµ decays. Within the MC simulation, the G4 package tracks the

decay products through the full geometry of the detector. This includes the

simulation of electromagnetic and hadronic interactions, multiple scattering

and the effect of magnetic fields.

• NA62Reconstruction: the reconstruction package is modularised to recon-

struct events and candidates from either raw data or MC simulations, for each

sub-detector system. NA62Reconstruction is also used to create an online

monitor for data acquisition, and is particularly useful during the run to spot

systematic issues with any of the sub-detectors;
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• NA62Analysis: the analysis package contains a series of libraries and tools to

perform data analysis, reading events provided by the reconstruction software.

In this thesis, significant contributions to both the NA62MC and the

NA62Analysis frameworks have been made. For the analysis described in the fol-

lowing Chapters, all three packages were extensively used. The full documentation

about the NA62 framework can be found in [63].
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Chapter 3

Full Monte Carlo simulation for

Heavy Neutral Lepton production

and decay

In this Chapter, the full MC simulation for HNL production and decay at NA62

is detailed, in the case of kaon-beam operation mode.

Protons from the SPS beam interact with either the Be target or the Cu-Fe

TAXes to produce D mesons, which may decay to an HNL via the modes listed in

Section 1.3.2. In the Fiducial Volume (FV), the HNL decays to two-body final states,

which are propagated through the NA62 detector via the Geant4 software [62].

Several factors must be taken into account when computing the probability of

generating HNL two-body decays with both decay products in the NA62 geometric

acceptance:

• the probability of a D meson to be generated from proton interactions;

• the BRs of HNL production modes from D mesons;

• the probability for the HNL to reach the FV and decay in it;

• the BR of the chosen two-body HNL decay channel;

• the probability of the HNL decay products to be in the NA62 geometric ac-

ceptance.

For example, for U2 = 10−6, mN = 1 GeV, |pN | = 10 GeV/c and a ≈ 100 m long

fiducial region, the probability for an HNL to reach the FV and decay in it is about

10−2. For this reason, the probability of generating a signal event with final states

in the NA62 geometric acceptance is boosted, in the MC simulation, by neglecting

some of the probabilities listed above and by manually forcing some processes, so
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that less time and computing power are needed to generate good signal events; this

ensures that the efficiency of the MC simulation is much higher than otherwise. The

boosting procedures used within the MC simulation are described in detail in the

following and are corrected for at a further stage (the analysis).

The MC simulation detailed in this thesis is the first full one to simulate a DF

production through multiple modes, its propagation up to the experimental FV and

its decay to selected two-body final states at the NA62 experiment. No software was

available that could already simulate the whole chain through the NA62 detector.

Moreover, at the MC stage, the boosting techniques that neglect the probabilities

listed above are necessary to ensure that the probability to generate a signal event

with decay products in the NA62 geometric acceptance is several orders of magnitude

higher than the one without the use of any boosting technique. These are the reasons

why this full MC simulation has been coded by hand, without the use of external

tools and libraries, except for the Pythia software [64], when producing the D meson

momentum distributions from proton interactions, and the Geant4 package, [62]

when tracking the HNL decay products through the NA62 apparatus.

The MC simulation is kept coupling-independent, to allow for studying different

scenarios, according to the value of U2 and the relative ratios of U2
e , U2

µ and U2
τ that

can be set at the analysis stage. This means that the following assumption is made

at the MC stage:

U2
e : U2

µ : U2
τ = 1 : 1 : 1; U2 = 3. (3.1)

Even though this U2 value is unphysical, it can be used within the simulation because

it is replaced by proper physical values (between 10−10 and 10−1) during the analysis.

Within this simulation, the HNL can decay to several two-body, fully-

reconstructible final states:

• π±e∓,

• π±µ∓,

• ρ±e∓,

• ρ±µ∓.

It must be noted that the ρ particle would decay within the NA62 fiducial volume,

so that the last two listed modes would have effectively more than two particles in

the final state.

Choosing a decay mode of a specific sign also produces the opposite-sign mode

half of the times; for example, if the π±µ∓ mode is set, half of the final states are

π+µ− and half are π−µ+.
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Moreover, the HNL mass is a parameter that can be changed within this sim-

ulation, so that HNLs of different masses can be generated and studied. All the

distributions and results presented in this thesis have been produced on a sample of

about 5 · 106 generated MC events, starting at a mass of 250 MeV/c2 and ending at

a mass of 1960 MeV/c2.

3.1 D meson production

As the event simulation begins, the D meson species is chosen, according to the

relative production yields provided within the NA62 collaboration via the Pythia

software, used to simulate interactions between 400 GeV/c protons and Be target

protons [65]:

• D+ = 0.140,

• D+
S = 0.042,

• D− = 0.175,

• D−S = 0.050,

• D0 = 0.264,

• D̄0 = 0.329.

Both proton-proton (p-p) and proton-neutron (p-n) interactions occur when the

proton beam interacts with the target. The difference between the resulting mo-

mentum distributions is negligible, so that kinematic distributions originated from

p-p interactions can be used also in the p-n case. Moreover, these kinematic dis-

tributions are generated simulating hard interactions between partons. Therefore,

the distributions do not change if the protons interact with different materials. The

type of material is taken into account later, at the analysis stage, when the total p-X

cross section (X being either Be or Cu, in this case) is computed. For this reason,

the momenta distributions of the D mesons produced using Pythia can be used for

both target and TAX interactions.

Additional D mesons can be produced in cascades generated by secondary inter-

actions between the target or TAXes and the hadrons produced from proton-Be or

proton-Cu interactions. This secondary production is dominant in the TAX case,

due to Cu having a higher mass number compared to Be, but it was not accounted

for in this full MC simulation, due to time constraints. This aspect is nonetheless

worth further investigation and study.
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In case the HNL is too massive to be produced in any decay of a certain D meson,

that species cannot be sampled for that particular event generation.

The proton interacts with the target with a probability of εp = 1− e−
l
λp = 0.61,

where l = 40 cm is the target length and λp is the proton nuclear interaction length

(42.1 cm in the target case). The protons that do not interact with the target (39%

of the total) have an interaction with the TAXes, with a probability of εp = 0.99999

(l = 323 cm, λp = 15.3 cm for the TAX case).

The Z coordinate of the D meson production point, z0, is computed, using the

centre of the target as origin of the reference frame. The beam intercepts the target

at X = Y = 0 mm, whereas it intercepts the TAXes at X = 0 mm and Y = −22

mm, because of two dipole magnets that divert the beam downwards and then steer

it back horizontally. The Z coordinate of the D meson production point is:

z0 = −λp ln(1− εpR) + L, (3.2)

where R is a random number uniformly generated in the [0,1) range and L ensures

that z0 is computed with respect to the origin of the reference frame, in the target

centre (L = −20 cm for target production and L = 23.07 m in the TAX case).

The D meson production point is shown in Fig. 3.1 for target production and in

Fig. 3.2 in the TAX production case. In this simulation, it is assumed that a beam

proton interacting in the target/TAXes always produces a D meson. This is the

first technique used to boost the the probability of generating a signal event with

final states in the NA62 geometric acceptance, but needs to be corrected for at a

later stage, to account for the D meson production cross-section in Be/Cu, together

with the fact that several other processes can occur, when a proton interacts with

the target/TAXes.

Then, the transverse and longitudinal momenta of the D meson, pt and pz, are

generated, randomly extracted from the Pythia kinematic distributions provided

within the collaboration; in what follows, the specific D meson species is denoted as

D.

The D meson kinematics is worked out in the laboratory rest frame. The azi-

muthal angle, φD, is randomly, uniformly generated in the [0,2π) range. The polar

angle is

θD = arctan (
pt
pz

) (3.3)

and its distribution is shown in Fig. 3.3.

The modulus of the D meson three-momentum (Fig. 3.4) is computed as

|~pD| =
√
p2
t + p2

z, (3.4)
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Figure 3.1: D meson production point,
for all D meson species produced in the
target, for mN = 1 GeV/c2, U2 =3 and
U2
e : U2

µ : U2
τ =1:1:1.
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Figure 3.2: D meson production point,
for all D meson species produced in the
TAXes, for mN = 1 GeV/c2, U2 =3 and
U2
e : U2

µ : U2
τ =1:1:1.
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Figure 3.3: Polar angle of the D meson
at production, in the laboratory frame, for
all D meson species, for mN = 1 GeV/c2,
U2 =3 and U2

e : U2
µ : U2

τ =1:1:1.
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Figure 3.4: Momentum of the D meson
at production, in the laboratory frame, for
all D meson species, for mN = 1 GeV/c2,
U2 =3 and U2

e : U2
µ : U2

τ =1:1:1.

and its X and Y components are

|~pxD| = |~pD| sin θD cosφD (3.5)

and

|~p yD| = |~pD| sin θD sinφD. (3.6)

It must be taken into account that the 400 GeV/c proton beam, which is narrowly

focused when impinging on the T10 target (and it is therefore called “pencil” beam),

is more spread at the TAX impact plane, as it is shown in Fig. 3.5. Moreover, the

momenta of the protons are not parallel to the Z axis, as it can be seen in Fig. 3.6

and Fig. 3.7, where the angles the proton momenta form with the X and Y axes

are plotted versus the X and Y spread, respectively.

As a result, when the D meson is produced in the TAXes, its production point
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Figure 3.5: X − Y spread of the beam
protons at the TAX impact plane. The
Y coordinate of the impact point has been
shifted from -22 mm to 0 mm in this dis-
tribution. This plot has been provided by
the beam experts within the collaboration.

Figure 3.6: X component of the proton
direction with respect to the Z axis as a
function of the X coordinate at the TAX
impact plane. This plot has been provided
by the beam experts within the collabora-
tion.

Figure 3.7: Y component of the proton
direction with respect to the Z axis as a
function of the Y coordinate at the TAX
impact plane. The Y coordinate of the im-
pact point has been shifted from -22 mm to
0 mm in this distribution. The slope is dif-
ferent from the one shown in Fig. 3.6 due
to the presence of quadrupoles along the
beamline. This plot has been provided by
the beam experts within the collaboration.
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Figure 3.8: X−Y spread of the D meson
production point at the TAXes, broadly
distributed because of the non-pencil shape
of the proton beam at the TAX plane.
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does not have X, Y = (0,−22) mm coordinates, but its X, Y production coordinates

(called x0 and y0) are randomly extracted from two Gaussian distributions, the first

one with mean µ = 0 mm and standard deviation σ = 4.7 mm, and the second one

with µ = −22 mm and σ = 3.2 mm.

TheD meson momentum, with its components (pt and pz) extracted from Pythia,

must be rotated to take into account the parent-proton non-zero components in X

and Y : according to the distributions shown in Fig. 3.6 and Fig. 3.7, the X and Y

components of the proton direction with respect to the Z axis are

dx

dz
= 0.05 · 10−3mm−1 · x0, (3.7)

dy

dz
= 0.03 · 10−3mm−1 · y0 − 0.03 · 10−3, (3.8)

where the slopes in X and Y are different due to the presence of quadrupoles along

the beamline.

Therefore, the rotation angles around the Y and X axis, respectively, are:

θxD = arctan (
dx

dz
), (3.9)

and

θyD = arctan (
dy

dz
). (3.10)

The rotated D meson momentum is:

p′D = B · A · pD, (3.11)

where pD is the momentum to be rotated, and B and A are rotation matrices

around the Y and X axis, respectively:

B =

 cos θxD 0 sin θxD
0 1 0

− sin θxD 0 cos θxD

 (3.12)

and

A =

1 0 0

0 cos θyD − sin θyD
0 sin θyD cos θyD

 . (3.13)

After performing the rotation, the new rotated angles are computed:

θ′D = arctan

(√
(p′xD)2 + (p′yD)2

p′zD

)
(3.14)
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and

φ′D = arctan (
p′yD
p′xD

). (3.15)

From now on, for simplicity, all the D meson quantities after the rotation drop

the prime notation: p′D → pD, p′x,y,zD → px,y,zD , θ′D → θD, φ′D → φD, while x0, y0 and

z0 are still the coordinates of the D meson production point (in both target and

TAX cases) in the reference frame where the origin is placed in the centre of the

T10 target.

3.2 D meson propagation and decay

All production BRs listed in Section 1.3.1 are computed, and the HNL production

mode is randomly chosen accordingly. One should keep in mind that, even though

all formulae detailed in Appendix B include the coupling, in this simulation it is

assumed that U2
l = 1 and, therefore, U2 = 3, to keep the whole procedure coupling-

independent; the coupling is properly considered only at the analysis stage.

It also needs to be noted that, for HNL production from D,DS → τντ ; τ →
NX, only BR(τ → NX) is considered. As an arbitrary choice, the MC simulation

does not account for the fact that HNL production modes from τ leptons are sub-

dominant with respect to direct production modes from D mesons, since they are

scaled by an extra factor, the BR of τ lepton production from D,DS meson decays.

This extra factor is accounted for at the analysis stage.

The D meson mean path length and the modulus of the β velocity are computed:

λD =
c|~pD|τD
mD

(3.16)

and

|~βD| =
|~pD|√

m2
D + |~pD|2

, (3.17)

where c is the speed of light, τD is the D meson lifetime and mD is the D meson

mass.

The distance between the D meson production point and its decay point is then

computed:

|~r decayD | = −λD ln(1−R), (3.18)

where R is a random number uniformly generated in the [0, 1) range.

The coordinates of the D meson decay point, with respect to the origin of the
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system, chosen to be in the centre of the target, are:

(x, y, z)decayD = (x0 + |~r decayD | sin(θD) cos(φD), y0 + |~r decayD | sin(θD) sin(φD),

z0 + |~r decayD | cos(θD)).
(3.19)

The distribution of the Z coordinate of the D meson decay point is plotted in

Fig. 3.9 for D produced in the target and in Fig. 3.10 for D generated in the TAXes.
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Figure 3.9: D meson decay point, for all
D meson species produced in the target, for
U2 =3 and U2

e : U2
µ : U2

τ =1:1:1. The tail
above 0.2 m is due to D mesons produced
right before the end of the target.
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Figure 3.10: D meson decay point,
for all D meson species produced in the
TAXes, for U2 =3 and U2

e : U2
µ :

U2
τ =1:1:1.

The D meson decay point is also the HNL production point, for all production

modes in which the HNL is directly generated through D decays. Otherwise, the D

decay point is the τ lepton production point.

In the latter case, the τ lepton kinematics is worked out. The cosine of the

polar angle in the D meson rest frame, cos θτ , is randomly, uniformly generated in

the [0,1) range, since the D is a pseudo-scalar meson and, therefore, the angular

distribution of two-body decay products is isotropic. The azimuthal angle, φτ , is

randomly, uniformly extracted in the [0, 2π) range. The modulus of the τ lepton

three-momentum in the D meson rest frame is defined as:

|~p τ | =
√
m4
D +m4

ν +m4
τ − 2m2

Dm
2
ν − 2m2

Dm
2
τ − 2m2

νm
2
τ

2mD

, (3.20)

where the SM neutrino mass, mν , can be neglected and mτ is the τ lepton mass.

The components of the three-momentum along the axes are then computed in

the D meson rest frame, together with the energy:

pxτ = |~p τ | sin(θτ ) cos(φτ ), (3.21)

pyτ = |~p τ | sin(θτ ) sin(φτ ), (3.22)
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pzτ = |~p τ | cos(θτ ), (3.23)

Eτ =
√
|~p τ |2 +m2

τ . (3.24)

The τ lepton is then boosted into the laboratory frame: the β velocity of the D

meson is calculated and used to compute the τ lepton three-momentum components

and energy in the new reference frame:

~βD = (|~βD| sin(θD) cos(φD), |~βD| sin(θD) sin(φD), |~βD| cos(θD)), (3.25)

E ′ = γD(−βDx px − βDy py − βDz pz + E), (3.26)

p′x = γD(−βDx E + βDy py + βDz pz + px), (3.27)

p′y = γD(−βDy E + βDx px + βDz pz + py), (3.28)

p′z = γD(−βDz E + βDx px + βDy py + pz), (3.29)

where γD =

√
|~pD|2+m2

D

mD
is the D meson Lorentz factor in the laboratory frame,

px, py, pz and E are the τ lepton kinematic components before the boost, and

p′x, p
′
y, p
′
z and E ′ are its components after the boost.

The τ lepton is let decay in the laboratory rest frame. The mean path length

and the modulus of the β velocity are

λτ =
c|~p τ |ττ
mτ

(3.30)

and

|~β τ | =
|~p τ |√

m2
τ + |~p τ |2

, (3.31)

where ττ is the τ lepton lifetime and |~p τ | is the modulus of the τ lepton three-

momentum.

The probability for the τ lepton to decay before the TAXes (in the target pro-

duction case) or the beginning of the FV (in case of TAX production) is assumed to

be 1, and it is used to calculate the distance between the τ lepton production point

and its decay point:

|~r decayτ | = −λτ ln(1− εdecayτ R), (3.32)

where εdecayτ = 1.

The coordinates of the τ lepton decay point, with respect to the origin of the

system, are:

xdecayτ = xdecayD + |~r decayτ | sin(θτ ) cos(φτ ); (3.33)

ydecayτ = ydecayD + |~r decayτ | sin(θτ ) sin(φτ ); (3.34)
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zdecayτ = zdecayD + |~r decayτ | cos(θτ ). (3.35)

3.3 Heavy Neutral Lepton production

At this point, the HNL is produced, either directly from the D meson or from the

τ lepton. One further distinction must be made: if the HNL is produced through

two-body decays, the kinematics can be worked out straightforwardly. In the case

of production via three-body decays, the so-called “hit-and-miss” procedure must

be performed, as described in the following.

The ROOT TGenPhaseSpace class is used to randomly extract two invariant

masses in the mother particle rest frame (where the mother is either a D meson or a

τ lepton), within the boundaries of the Dalitz plot of the chosen production mode.

The two variables are m2
Hl and m2

Nl, the squared invariant masses of the Hl and Nl

pairs, respectively.

Then, two other variables are defined, that are needed for the formulae detailed

in Appendix A:

q2 = m2
Nl (3.36)

and

EN =
m2
m −m2

Hl +m2
N

2mm

, (3.37)

where EN is the HNL energy in the mother rest frame, mm is the mother mass and

mN is the HNL mass.

The chosen production-mode function detailed in Appendix A, f(q2, EN), is then

computed for the generated values of q2 and EN . A random number R is then

uniformly extracted in the [0, 1) range. The procedure starting with the call to

TGenPhaseSpace is performed as many times as needed for this condition to be

satisfied:

R ≤ f(q2, EN)

fmax
, (3.38)

where fmax is computed with the software Minuit and is the maximum value the

function can take within the absolute maximum and minimum values of EN and q2,

defined as:

Emin
N =

(m2
m −m2 max

Hl +m2
N)

2mm

, (3.39)

Emax
N =

(m2
m −m2 min

Hl +m2
N)

2mm

(3.40)

and

q2
min = (mN +ml)

2, (3.41)
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q2
max = (mm −mH)2. (3.42)

Here, m2 max
Hl = (mm − mN)2 is the maximum squared invariant mass of the Hl

pair, corresponding to the case where H and l are produced back to back and N is

generated at rest (in the mother rest frame); m2 min
Hl = (mH +ml)

2 is the minimum

invariant mass of the Hl pair, corresponding to the case where Hl is produced back

to back with respect to N (in the mother rest frame).

At this point of the MC simulation, the HNL kinematics can be worked out, in

the mother rest frame, for both two- and three-body production modes.

The azimuthal angle, φN , is randomly, uniformly extracted in the [0,2π) range.

The cosine of the polar angle, cos θN , is randomly, uniformly generated in the [0,1)

range. This assumption is correct if the HNL is produced through two-body D

decays, since the D is a pseudo-scalar meson and, therefore, the angular distribution

of its two decay products is isotropic. In case the HNL is generated in three-body D

meson decays or from τ leptons (which have non-zero spin), this is not correct; this

dependence has been neglected in this work, due to time constraints, but it would

need to be included in case this simulation were to be further developed, since it is

supposed to lower the expected sensitivity.

The distribution of the HNL polar angle in the laboratory frame is shown in Fig.

3.11.

In case of two-body production, both from D mesons and τ leptons, the modulus

of the HNL three-momentum in the mother rest frame is defined as:

|~pN | =
√
m4
m +m4

N +m4
V − 2m2

mm
2
N − 2m2

mm
2
V − 2m2

Nm
2
V

2mm

, (3.43)

where V denotes both leptons and mesons the HNL is produced in pair with.

In case of three-body production, both from D mesons and τ leptons, the mod-

ulus of the HNL three-momentum in the mother rest frame is worked out from:

|~pN | =
√
E2
N −m2

N . (3.44)

At this point, the components of the three-momentum along the axes are com-

puted:

pxN = |~pN | sin(θN) cos(φN), (3.45)

pyN = |~pN | sin(θN) sin(φN), (3.46)

pzN = |~pN | cos(θN). (3.47)

Then, the procedure from this moment on is unified, both for two- and three-

body decays, and for production from D mesons and τ leptons. The HNL is boosted
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into the laboratory frame: the β velocity of the mother particle is calculated and

used to compute the three-momentum components and the energy of the HNL in

the new reference frame:

~βm = (|~βm| sin(θm) cos(φm), |~βm| sin(θm) sin(φm), |~βm| cos(θm)). (3.48)

The energy and momentum components after the boost are:

E ′ = γm(−βmx px − βmy py − βmz pz + E), (3.49)

p′x = γm(−βmx E + βmy py + βmz pz + px), (3.50)

p′y = γm(−βmy E + βmx px + βmz pz + py), (3.51)

p′z = γm(−βmz E + βmx px + βmy py + pz), (3.52)

where γm =

√
|~pm|2+m2

m

mm
is the mother-particle Lorentz factor in the laboratory frame,

px, py, pz and E are the HNL kinematic components before the boost, and p′x, p
′
y, p
′
z

and E ′ are its components after the boost.

The modulus of the HNL three-momentum, in the laboratory frame, is plotted

in Fig. 3.12.
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Figure 3.11: Polar angle of the HNL
at production, in the laboratory frame, for
mN = 1 GeV/c2, U2 =3 and U2

e : U2
µ :

U2
τ =1:1:1.
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Figure 3.12: Momentum modulus of
the HNL at production, in the laboratory
frame, for mN = 1 GeV/c2, U2 =3 and
U2
e : U2

µ : U2
τ =1:1:1.

3.4 Heavy Neutral Lepton decay

At this point, to further boost the probability of generating a signal event with

final states in the NA62 geometric acceptance, and to keep the simulation coupling-

independent, the HNL lifetime is ignored and the HNL is manually propagated up

to the beginning of the FV, and forced to decay within it, according to a flat Z
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distribution. The HNL decay point in the lab frame is

~r decayN = R(~rM − ~rm) + ~rm, (3.53)

where R is randomly and uniformly generated in the [0,1) range, and ~rm and ~rM

are, respectively, the positions of the HNL at zFVm = 102.4 m and zFVM = 180.0 m

(the Z coordinates of the FV boundaries). Their components are defined as:

rxm,M = xdecaym +
pxN
pzN

(zFVm,M − zdecaym ), (3.54)

rym,M = ydecaym +
pyN
pzN

(zFVm,M − zdecaym ), (3.55)

rzm,M = zFVm,M , (3.56)

where xdecaym , ydecaym and zdecaym are, respectively, the X, Y and Z coordinates of the

HNL production point ( which is also the D meson decay point). The Z coordinate

of the HNL decay point is shown in Fig. 3.13.

After forcing the HNL to decay in the FV, its two charged decay products are

generated. In the following, πµ final states are considered. Their kinematics are

computed in the HNL rest frame. The azimuthal angles, φπ,µ, are randomly, uni-

formly generated in the [0,2π) range and the cosines of the polar angles, cos θπ,µ, are

randomly, uniformly extracted in the [0,1) range.

Even though the HNL does not have an isotropic angular decay distribution,

since its spin is sN = 1
2
, this dependence is here neglected and an isotropic angular

distribution is considered for its decay products, due to time constraints. However,

this aspect deserves further investigation, as including it is supposed to lower the

expected sensitivity.

The kinematics of the decay products are then computed in the HNL rest frame:

|~pπ,µ| =

√
m4
N +m4

π +m4
µ − 2m2

Nm
2
π − 2m2

Nm
2
µ − 2m2

πm
2
µ

2mN

, (3.57)

where mπ is the pion mass and mµ is the muon mass. Then,

pxπ,µ = |~pπ,µ| sin(θπ,µ) cos(φπ,µ), (3.58)

pyπ,µ = |~pπ,µ| sin(θπ,µ) sin(φπ,µ), (3.59)

pzπ,µ = |~pπ,µ| cos(θπ,µ), (3.60)

Eπ,µ =
√
|~pπ,µ|2 +m2

π,µ. (3.61)
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Moreover,

~pµ,π = −~pπ,µ (3.62)

and

Eµ,π =
√
|~pµ,π|2 +m2

µ,π. (3.63)

Then, each decay product is boosted in the laboratory frame. The HNL β velocity

is calculated:

~β N = (|~β N | sin(θN) cos(φN), |~β N | sin(θN) sin(φN), |~β N | cos(θN)). (3.64)

The energy and momentum components of each HNL decay product after the

boost are:

E ′ = γN(−βNx px − βNy py − βNz pz + E), (3.65)

p′x = γN(−βNx E + βNy py + βNz pz + px), (3.66)

p′y = γN(−βNy E + βNx px + βNz pz + py), (3.67)

p′z = γN(−βNz E + βNx px + βNy py + pz), (3.68)

where γN = EN
mN

is the HNL Lorentz factor in the laboratory frame, px, py, pz and E

are the decay-product kinematic components before the boost, and p′x, p
′
y, p
′
z and E ′

are its components after the boost.

In Fig. 3.14 and Fig. 3.15, the distributions of the pion and muon three-

momentum moduli are shown, only for the final states in the NA62 geometric ac-

ceptance (as described in the next paragraph).

3.5 Acceptance for Heavy Neutral Lepton decay

products

The probability of producing a signal event with final decay products in the

NA62 geometric acceptance is further boosted by manually propagating both HNL

decay products up to the CHOD plane (zCHOD = 239.009 m), to check whether they

are in the CHOD geometric acceptance. If not, the event will not pass the analysis

selection, so a procedure is designed to treat these cases.

The minimum and maximum radii of the CHOD used for the check are different

from the ones used in the standard NA62 tool for computing detector geometric

acceptances. This is due to the fact that the MNP33 magnet kick is approximated

to a constant in the MC simulation, while the bluetube field and the multiple scat-
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Figure 3.13: Z coordinate of the HNL
decay point, generated from a flat distri-
bution, for mN = 1 GeV/c2, U2 =3 and
U2
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τ =1:1:1.
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Figure 3.14: Pion momentum, in the
laboratory frame, for final states in the
NA62 geometric acceptance, for mN = 1
GeV/c2, U2 =3 and U2

e : U2
µ : U2

τ =1:1:1.
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Figure 3.15: Muon momentum, in the
laboratory frame, for final states in the
NA62 geometric acceptance, for mN = 1
GeV/c2, U2 =3 and U2

e : U2
µ : U2

τ =1:1:1.

tering of the decay products in the detectors are not taken into account at all. To

compensate for these approximations, the CHOD geometric acceptance is bigger:

rCHODmin = 0 cm and rCHODmax = 130 cm, whereas the standard values are rCHODmin = 13

cm and rCHODmax = 110 cm [54].

To check for the decay products to be in the CHOD geometric acceptance, the

Straw spectrometer magnet (MNP33) kick must be included.

First of all, the decay products are propagated to the MNP33 plane (zMNP33 =

196.345 m). The components of the path they travel between the HNL decay point

and the MNP33 plane are:

rMNP33
[π,µ],x = rdecayN,x +

p[π,µ],x

p[π,µ],z

(zMNP33 − rdecayN,z ), (3.69)

rMNP33
[π,µ],y = rdecayN,y +

p[π,µ],y

p[π,µ],z

(zMNP33 − rdecayN,z ), (3.70)
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rMNP33
[π,µ],z = zMNP33. (3.71)

Then, the magnet kick is included: pkick = −270.0 MeV/c for positively charged

particles (q = 1). The decay products are propagated to the CHOD plane. The

components of the path they travel between the MNP33 plane and the CHOD plane

are:

rCHOD[π,µ],x = rMNP33
[π,µ],x + qπ,µ

pkick
|~pπ,µ|

(zCHOD− rMNP33
[π,µ],z ) +

p[π,µ],x

p[π,µ],z

(zCHOD− rMNP33
[π,µ],z ), (3.72)

rCHOD[π,µ],y = rMNP33
[π,µ],y +

p[π,µ],y

p[π,µ],z

(zCHOD − rMNP33
[π,µ],z ), (3.73)

rCHOD[π,µ],z = zCHOD, (3.74)

where qπ,µ is the electric charge of the considered decay product and |~pπ,µ| is its

three-momentum modulus.

Then, the distance from the Z axis at the CHOD plane is calculated for both

decay products:

ρCHODπ,µ =
√

(rCHOD[π,µ],x )2 + (rCHOD[π,µ],y )2. (3.75)

If either distance is greater than rCHODmax , a regeneration process happens, in order

to boost the probability of generating a signal event with final states in the NA62

geometric acceptance. Every quantity is recomputed, starting from the D meson

species, as described from Section 3.1 onwards. The regeneration loop occurs as

many times as needed to have both HNL decay products in the CHOD geomet-

ric acceptance (about 1000 times for mN = 1 GeV/c2), which are then passed to

the Geant4 package to be tracked through the NA62 detector with high precision,

including several effects that have been neglected or approximated at the manual

propagation stage, namely the MNP33 magnetic field map, the bluetube field and

the multiple scattering effects. If these effects were to be included in the manual

propagation, their contribution would account for about 1% on the final acceptance.

This has been studied by comparing the difference in the number of accepted events

in case of manual or Geant4 propagation. Since this difference was found to be neg-

ligible, the choice of manually propagating the HNL decay products to check their

acceptance at the CHOD plane, before passing the event to G4, has been considered

preferable for the purposes of this simulation, as it allows optimising the overall

computing time by orders of magnitude.

To summarise, the regeneration procedure has been introduced to boost the prob-

ability of generating an in-acceptance signal event, while keeping the computing time

of the event generation as low as possible, and considering that the approximations

that are included in the procedure only account for about 1% on the final signal
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acceptance.

Each time the HNL is regenerated from scratch, it is stored as an entry of the

output file produced by the MC simulation. This is needed at the analysis stage, to

take into account all HNLs, also the ones that were discarded.

3.6 Monte Carlo simulation summary

A brief summary of the procedure detailed so far is given in the following.

To simulate the HNL production and decay to two-body final states that can be

fully reconstructed, the D meson species is generated either in the Be target or in

the Cu TAXes.

The HNL production mode is then chosen: if the D meson decays to an HNL,

the HNL production point is computed; otherwise, the τ lepton is produced and let

decay to an HNL.

Then, in both cases, the HNL kinematics are computed (either straightforwardly,

in case of two-body production modes, or through the hit-and-miss procedure, when

three-body production modes occur) and the HNL is boosted in the laboratory

frame.

The HNL is then manually propagated to the beginning of the FV volume and

forced to decay in it according to a flat distribution in Z, to keep the simulation

lifetime- (and thus coupling-) independent.

At this point, the HNL decays to two-body final states, and its decay products

are manually propagated to the CHOD plane, to check whether they are both in

its geometric acceptance. If not, a regeneration procedure occurs, recomputing the

whole simulation from scratch, until both decay products are in the CHOD geometric

acceptance. During this regeneration procedure, every quantity is extracted again,

starting from the D meson species onwards.

When the two HNL decay products are within the CHOD acceptance, they are

then passed to Geant4 to be tracked, and the generation of the following MC event

starts.

To summarise, each MC event contains:

• all the simulated HNLs (the many that have their decay products outside the

CHOD acceptance and the one whose decay products are within the CHOD

acceptance); each HNL is stored with its production and decay points, initial

and final momenta and energies;

• two HNL decay products, both in the CHOD acceptance, stored and tracked

by Geant4 and associated with their HNL parent.
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3.7 Reconstruction of Monte Carlo events

Before being analysed, the MC events are reconstructed using the

NA62Reconstruction framework.

The standard Straw spectrometer reconstruction only considers tracks with mo-

mentum between 5 GeV/c and 90 GeV/c and at an angle from the Z axis smaller

than 0.02 mrad.

Since a non-negligible number of final-state pions and muons, generated with

the MC simulation described in this Chapter, are high-momentum particles (as seen

in Fig. 3.14 and Fig. 3.15), a customised spectrometer reconstruction is used.

The momentum range has been extended between 5 GeV/c and 400 GeV/c, and the

emission angle has been enlarged up to 0.05 rad, which is the maximum opening angle

for tracks to be in the acceptance of all four Spectrometer chambers: R4

D1−4
= 0.05,

where R4 ≈ 1 m is the fourth chamber radius and D1−4 ≈ 20 m is the distance

between the first and the fourth chamber.

As can be seen in Fig. 3.16 and Fig. 3.17, the customised spectrometer re-

construction allows to reconstruct 15% more two-track MC HNL decays than the

standard one. For this reason, the 5 million MC event sample that has been used

to produce the results presented in this thesis has been reconstructed with this

configuration.

Figure 3.16: Number of reconstructed
tracks per event, for a MC sample recon-
structed with the standard configuration (5
GeV/c2 ≤ p ≤ 90 GeV/c2 and θ ≤ 0.02
mrad).

Figure 3.17: Number of reconstruc-
ted tracks per event, for a different MC
sample reconstructed with the customised
configuration (5 GeV/c2 ≤ p ≤ 400
GeV/c2 and θ ≤ 0.05 mrad).

3.8 Weight computation

At the MC simulation stage, the properties of all HNLs, also the ones with

their decay products outside the CHOD acceptance, are stored in the output file.

This is because the regeneration process is one of the techniques used to boost

the probability of generating a signal event with final decay products in the NA62
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geometric acceptance. At the analysis stage, all the discarded HNLs have to be

taken into account.

Therefore, a weight must be associated with each HNL, representing the total

probability of a two-body, fully-reconstructed HNL decay to occur with specific HNL

properties, such as mass, coupling, lifetime, momentum, etc. Two libraries have been

coded within the NA62 analysis framework, to compute the weight associated with

each HNL in the MC output tree, so that the user can study the NA62 sensitivity

to such decays as a function of the HNL coupling to SM leptons and its mass.

The weight depends on U2
α, U

2
e , U

2
µ and U2

τ , where α = e, µ, τ is the flavour of the

lepton produced in pair with the HNL. The weight corrects for all the techniques

and approximations performed at the MC simulation stage. It is defined as follows:

W (U2
α, U

2
e , U

2
µ, U

2
τ ) = εprodD ·Fprod ·U2

α ·εreachFVN ·εdecayFVN ·FZ ·Fdecay(U2
e , U

2
µ, U

2
τ ). (3.76)

Each component of the weight is described in the following paragraphs. All plots

are produced for the general model (U2
e : U2

µ : U2
τ = 1:1:1).

3.8.1 D meson weight components

At the MC stage, the probability for a proton to interact in the target/TAXes

and produce a D meson has been assumed to be 1, so the weight must correct for

this. The probability that a proton interacts with the Be target and a D meson is

generated is

εprod−BeD = (
σprodD

σtotp
)Be = 0.00348, (3.77)

where σprodD is the D meson production cross section and σtotp is the total proton

cross section, in the Be case (target). The ratio (
σprodD

σtotp
)Be has been provided within

the NA62 collaboration using the Pythia software [64].

The production of D mesons by protons interacting in a material is a hard process

and it depends linearly on the number of partons in the atoms of the material, A.

The total interaction cross section of a proton is a soft process and a function of

the nucleus area, A
2
3 . Therefore, the ratio between the D meson production cross

section and the total proton cross section can be computed, in the Cu case (TAXes):

εprod−CuD = (
σprodD

σtotp
)Cu = (

σprodD

σtotp
)Be ·

(
σprodD

σtotp
)Cu

(
σprodD

σtotp
)Be

=

(
σprodD

σtotp
)Be · (

ACu
ABe

)
1
3 = 0.00665,

(3.78)

66



where ACu = 63 and ABe = 9 are the mass numbers of Cu and Be.

The first component of eq. 3.76, εprodD , is either equal to εprod−BeD or to εprod−CuD

according to the material where the D meson is produced.

The second component in eq. 3.76, Fprod, is related to the fact that the HNL can

be produced not only straightforward from a D meson decay, but also through the

decay chain D,DS → τντ ; τ → NX. Since the MC simulation does not take into

account BR(D,DS → τντ ) (as explained in Section 3.2), but only BR(τ → NX),

this must be corrected for. BR(DS → τντ ) = 5.55 · 10−2 and BR(D → τντ ) =

9.91 · 10−4 [28] must be included in the weight. Therefore, for production modes

from τ leptons,

Fprod = BR(D,DS → τντ ), (3.79)

while, for any other production mode, Fprod = 1.

Finally, when computing the total BRs to choose the HNL production mode

at the MC stage, it has been assumed that U2
α = 1 and U2 = 3. Therefore, the

third factor in eq. 3.76, U2
α, needs to be considered in the weight computation, and

it must be equal to the flavour-specific coupling indicated in the production BR

formula detailed in Appendix A.

3.8.2 Heavy Neutral Lepton weight components

During the MC generation, the HNLs are propagated to the beginning of the FV,

to boost the probability of generating a signal event with final states in the NA62

geometric acceptance once more. The probability for the HNL to reach the fiducial

volume without decaying is a function of the HNL lifetime and, hence, it depends

on the value of the coupling U2. Moreover, at the MC stage, the HNL is forced to

decay in the FV according to a flat distribution; this also must be corrected for.

The product of the probabilities for the HNL to reach the FV and decay in it

(fourth and fifth components in eq. 3.76) is:

εreachFVN · εdecayFVN = e
− LbFV
βγcτN (1− e−

LFV
βγcτN ), (3.80)

where LbFV is the distance between the HNL production point and the FV starting

point (at Z = 102.4 m), LFV = 77.6 m is the length of the FV (from 102.4 m to 180

m), β, γ and τN are the HNL β velocity, Lorentz factor and lifetime, where the last

quantity is defined as

τN =
~

ΓtotN
. (3.81)

Here, ΓtotN is the sum of all the HNL partial decay widths detailed in Appendix B,

where also the anti-HNL partial widths are taken into account, since the HNL is
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Figure 3.18: MC event distribution in
terms of product of the two probabilities
for the HNL to reach the FV and decay in
it and of the coupling, for mN = 1 GeV/c2

and for the general model (U2
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τ =
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Figure 3.19: MC event distribution in
terms of product of the two probabilities
for the HNL to reach the FV and decay in
it and of the HNL mass, for U2 = 10−6

and for the general model (U2
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τ =
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Figure 3.20: Mean product of the two
probabilities for the HNL to reach the FV
and decay in it, as a function of the coup-
ling, for mN = 1 GeV/c2 and for the gen-
eral model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 3.21: Mean product of the two
probabilities for the HNL to reach the FV
and decay in it, as a function of the HNL
mass, for U2 = 10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).

a Majorana particle in the considered theoretical scenarios. For this reason, the

HNL total decay width is twice what it would be if the HNLs were Dirac particles.

Each partial decay width has been multiplied by the corresponding flavour-specific

coupling, so that

ΓtotN (U2
e , U

2
µ, U

2
τ ) =

n∑
i=1

Γi(U
2
e ) +

m∑
j=1

Γj(U
2
µ) +

l∑
k=1

Γk(U
2
τ ), (3.82)

where n,m, l are the number of decay modes proportional to U2
e , U

2
µ, U

2
τ respectively.

All these quantities (εreachFVN , εdecayFVN , τN and ΓtotN (U2
e , U

2
µ, U

2
τ )) are coupling-

dependent. The MC simulation forces the HNL to reach the FV and decay in it,
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because introducing any coupling-dependent quantity would prevent the user from

studying different scenarios according to the chosen coupling value. At the analysis

stage, this is accounted for by introducing the needed coupling dependence.

In Fig. 3.18 and Fig. 3.19, the distribution of MC events in terms of product of

the probabilities for the HNL to reach the FV and decay into it and of coupling and

HNL mass, respectively, is shown.

If the mass is fixed, the larger the coupling, the shorter the lifetime and, thus,

the smaller the probability to reach the FV without decaying. But the smaller the

coupling, the longer the lifetime and, then, the smaller the probability to decay in

the FV. Values of εreachFVN εdecayFVN , therefore, tend to zero both for small and large

couplings.

On the other hand, if the coupling is fixed, the smaller the mass, the fewer the

decay modes the HNL can undergo and, then, the greater the probability to reach

the FV. But the larger the mass, the greater the probability to decay in the FV.

However, the product of the two probabilities is still greater for larger masses.

The mean product of the two probabilities of the whole MC sample is shown in

Fig. 3.20 as a function of the coupling, for a fixed HNL mass, and in Fig. 3.21 as a

function of the HNL mass, for a fixed coupling.

Another factor that must be computed at the analysis stage is FZ , which accounts

for the fact that the Z coordinate of the HNL decay point is generated flat in the

MC simulation, which is not correct. Therefore,

FZ =
e
−ZD−LiFV

βγcτN

1− e−
ZfFV −LiFV

βγcτN

, (3.83)

where ZD is the Z coordinate of the HNL decay point, LiFV = 102.4 m is the Z

coordinate of the beginning of the FV and ZfFV = 180 m is the Z coordinate of

the end of the FV. The numerator of eq. 3.83 accounts for the fact that the Z

coordinate of the HNL decay point should be an exponential function of Z, while

the denominator ensures that a factor FZ > 1 (FZ < 1) is assigned to HNLs that

decay at low (high) Z.

The distribution of ZD as a function of the HNL momentum, weighted for the

probability defined in eq. 3.83, is shown in Fig. 3.22 for a fixed coupling and HNL

mass, and as a function of the coupling, for a fixed HNL mass, in Fig. 3.23.

The HNL total decay width, as defined in eq. 3.82, and the HNL lifetime (eq.

3.81) are also interesting to study as a function of the HNL coupling and its mass.

For a fixed mass, the larger the coupling, the shorter the lifetime and the larger the

total decay width. The same occurs for a fixed coupling and larger masses. These

behaviours are shown in Fig. 3.24 to Fig. 3.27.
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Figure 3.22: Distribution of MC events
in terms of Z coordinate of the HNL decay
point and momentum, weighted for FZ (as
defined in eq. 3.83), for mN = 1 GeV/c2,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1).
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Figure 3.23: Distribution of MC events
in terms of Z coordinate of the HNL decay
point and momentum, weighted for FZ (as
defined in eq. 3.83), for mN = 1 GeV/c2

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 3.24: HNL total decay width (as
defined in eq. 3.82), as a function of the
coupling, for mN = 1 GeV/c2 and for the
general model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 3.25: HNL total decay width (as
defined in eq. 3.82), as a function of the
HNL mass, for U2 = 10−6 and for the
general model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 3.26: HNL lifetime (as defined in
eq. 3.81), as a function of the coupling,
for mN = 1 GeV/c2 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 3.27: HNL lifetime (as defined in
eq. 3.81), as a function of the HNL mass,
for U2 =10−6 and for the general model
(U2

e : U2
µ : U2

τ = 1:1:1).

10− 9− 8− 7− 6− 5− 4− 3− 2− 1−

)2Log(U

24−
22−
20−
18−
16−
14−
12−
10−
8−

W
ei

gh
t

0

500

1000

1500

2000

2500

3000

310×

N weight vs coupling

Figure 3.28: Distribution of MC events
in terms of HNL weight (eq. 3.76) and
coupling, for mN = 1 GeV/c2 and for the
general model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 3.29: Distribution of MC events
in terms of HNL weight (eq. 3.76) and
HNL mass, for U2 =10−6 and for the gen-
eral model (U2

e : U2
µ : U2

τ = 1:1:1).

71



In the MC simulation, the HNL has been assumed to decay to πµ states only (or

any two-body decay chosen to be simulated). It is therefore necessary to include in

the weight a factor taking into account all the possible HNL decay modes:

Fdecay(U
2
e , U

2
µ, U

2
τ ) =

ΓπµN · U2
µ

ΓtotN (U2
e , U

2
µ, U

2
τ )
, (3.84)

where all the partial decay widths have been defined in Appendix B and the coupling

is taken into account.

It is worth noting that ΓtotN does not include subdominant HNL decay modes and

it is not, therefore, the HNL total decay width. For the same reason, τN is not the

HNL lifetime. These two quantities are referred to as total decay width and lifetime

throughout the Chapter for convenience. The number of modes not accounted for in

the simulation is unknown and, therefore, so is the underestimation (overestimation)

of the HNL total decay width (lifetime). Nonetheless, the whole procedure detailed

in this thesis holds.

In fact, the number NN of HNLs decayed at a time t is proportional to 1− e−
t
τN .

If NN is expanded into a Taylor series,

NN ≈ 1− (1− t

τN
+
t2

τ 2
N

) =
t

τN
− t2

τ 2
N

. (3.85)

If the HNL lifetime is sufficiently large, the second term in eq. 3.85 is negligible

and

NN ≈
t

τN
. (3.86)

One can consider the case where only one decay mode is searched for and taken

into account for computing the HNL total decay width and lifetime, and NN is

calculated according to eq. 3.86.

In the case where only one decay mode is searched for but two of them are

considered, the HNL total decay width doubles, the lifetime halves and NN doubles

as a consequence. Nonetheless, an extra factor, α = 1
2
, must be taken into account,

since only half of the decayed HNLs now go into the channel searched for:

N ′N ≈
t

τ ′N
· α = 2 · t

τN
· 1

2
= NN . (3.87)

This proves that, when the HNL lifetime is large enough, the number of decay

modes considered to compute τN is irrelevant.

If the HNL lifetime is sufficiently small, on the contrary, the second term in eq.

3.85 is not negligible anymore. Therefore, in case two decay channels are considered
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to compute τN ,

N ′N ≈ (
t

τ ′N
− t2

τ
′2
N

) · α = (
2t

τ ′N
− 4t2

τ
′2
N

) · 1

2
6= NN . (3.88)

In case the HNL lifetime is small enough, the number of decay modes considered

to compute τN becomes relevant. Nonetheless, NA62 is not sensitive to short-lived

HNLs, since they decay upstream of the fiducial volume. Therefore, the number

of HNL decay modes considered in this simulation is irrelevant. They have been

included in the MC simulation only for completeness.

This means that the results achieved with this simulation hold, despite not ac-

counting for all possible HNL decay modes, since the weight does not depend on the

HNL lifetime, if this is sufficiently large.

In the next Sections, two weights will be used to study the NA62 sensitivity to

N → πµ decays. One is the weight detailed in eq. 3.76, the other is the same weight

but without the FZ factor:

W ′(U2
α, U

2
e , U

2
µ, U

2
τ ) = εprodD ·Fprod ·U2

α · εreachFVN · εdecayFVN ·Fdecay(U2
e , U

2
µ, U

2
τ ). (3.89)

The reason behind this double definition of the weight is explained in Chapter

4.

3.8.3 Weight computation summary

A brief summary of the detailed weight procedure is given in the following.

At the analysis stage, all HNLs are retrieved from the output file, and a weight

(depending on the fourth power of the coupling) is computed for each of them,

representing the total probability of a two-body, fully-reconstructed HNL decay to

occur with certain HNL properties.

Fig. 3.28 and Fig. 3.29 show the weight distribution (as written in eq. 3.76),

respectively, as a function of the coupling and the HNL mass.

73



Chapter 4

Evaluation of expected sensitivity

4.1 Event selection

By analysing the MC events generated with the simulation and reconstructed

using the NA62 framework, the NA62 expected sensitivity to N → πµ signals can

be computed.

In order to do so, a private analyser is run on the HNL MC events. This analyser

contains a selection optimised to maximise the signal acceptance and eliminate as

much as possible all background sources from the data sample collected for HNL

decay searches, in order to achieve the zero-background hypothesis under which

expected sensitivity curves are produced, by running the same event selection on

the HNL MC sample. To achieve the double goal of signal maximisation and zero-

background hypothesis, the event selection is designed to only pick in-time two-track

events with:

• zero total charge;

• one track associated to a muon signal and the other one not;

• different ranges of E
p

values for each track for pion/muon identification;

• a vertex distant enough from the beamline and no signal in time from the kaon

tagger, to reject as much as possible all background sources coming from kaon

decays.

The selection is kept independent of any coupling hypothesis. All the figures in

this Section are related to the pion-muon pair associated with the good HNLs only,

and are produced for HNL with mN < 0.5 GeV/c2 and mN > 1.5 GeV/c2, to allow

for comparison of distributions at different mass values.

Several cuts are applied: in order, track cuts, energy cuts, veto cuts and geo-

metrical cuts. It has to be noted that events surviving a certain set of cuts have
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also survived the cuts listed before those (for example, events passing the veto cuts

have also survived the track and energy cuts). All cuts related to the decay-product

track times are only effective when the event selection is run on data sets. In fact,

the decay products are time aligned in the MC simulation and, therefore, always

survive timing cuts.

The same consideration applies to cuts related to the trigger conditions, since

MC events do not need to be triggered by either the L0TP or the L1 software.

4.1.1 Track cuts
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Figure 4.1: Number of tracks for all re-
constructed MC events with mN < 0.5
GeV/c2.
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Figure 4.2: Number of tracks for all re-
constructed MC events with mN > 1.5
GeV/c2.
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Figure 4.3: Difference between the
L0TP time and each track time, given by
the CHOD, for all two-track reconstruc-
ted data events (the MC events are time
aligned). The distribution is fitted with
a Gaussian function whose RMS is used
to compute the window of the related time
cut.

The first cut that is applied is related to the L0 trigger. It is required that the
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Figure 4.4: X,Y distribution of two-
track reconstructed MC events at the
Straw spectrometer chamber 1, with mN <
0.5 GeV/c2.
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Figure 4.5: X,Y distribution of two-
track reconstructed MC events at the
Straw spectrometer chamber 1, with mN >
1.5 GeV/c2.
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Figure 4.6: X,Y distribution of two-
track reconstructed MC events at the
CHOD, with mN < 0.5 GeV/c2. The halo
at distances greater than 1.3 m from the
center (the value for the CHOD radius at
the MC stage, used to check whether the
decay products are in its geometric accept-
ance) is due to final-state pions decaying
in flight.
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Figure 4.7: X,Y distribution of two-
track reconstructed MC events at the
CHOD, with mN > 1.5 GeV/c2. The halo
at distances greater than 1.3 m from the
center (the value for the CHOD radius at
the MC stage, used to check whether the
decay products are in its geometric accept-
ance) is due to final-state pions decaying
in flight.
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event has been triggered by the “muon exotic” primitive, namely RICH-Q2-M(O)1.

Then, it is asked that also the L1 requirement of notKTAG-notLAV-StrawExo is

fulfilled.

Afterwards, events with two tracks reconstructed in the Spectrometer are selected

(Fig. 4.1 and Fig. 4.2). It is required that the times of both tracks (as measured by

the CHOD) are in a ± 6 ns window from the event time provided by the L0TP. By

studying the distribution of the difference between the L0TP time and the CHOD

track times (Fig. 4.3), a time window of ±5σ has been chosen, where σ is the

RMS of this distribution, fitted between [-10, 10] ns. The same procedure has been

followed to compute all the time windows used in the timing cuts described in the

event selection.

If the CHOD track times meet the above requirement, the L0TP time is con-

sidered as the track reference time for all following timing cuts.

No in-time KTAG signals must be found in more than four KTAG sectors and

in a time window of ± 5 ns from the L0TP time. This is done to remove as much

as possible all background sources originating from beam-kaon decays.

Then, both tracks need to meet several quality requirements.

Each track has to have χ2 < 20 and the total charge of the two tracks must be

zero.

Several standard tools provided by the NA62 framework are used to check that

both tracks are in the geometric acceptance of all four Spectrometer chambers (Fig.

4.4 and Fig. 4.5), CHOD (Fig. 4.6 and Fig. 4.7), NewCHOD, LKr, and MUV3 and

outside the LAV12 geometric acceptance (all acceptance checks are performed using

the standard conditions).

Each downstream track must be associated with at least one signal in the CHOD

and the NewCHOD, but the two tracks must not be associated with the same

CHOD/NewCHOD signal, and the distance between two signals at the CHOD plane

must be greater than 20 cm. Moreover, at least one NewCHOD signal associated

with each track must be within a time window of ± 9 ns from the L0TP time.

One of the two tracks is required to be associated with one and only one MUV3

signal, which has to lie in a ± 8 ns time window from the L0TP time. The other

track must not be associated with the MUV3 at all, while it has to be associated

with at least one signal in the LKr (time window of ± 10 ns from L0TP).

Fig. 4.8, Fig. 4.9, Fig. 4.10 and Fig. 4.11 show the distribution of the HNL

decay products after this set of track cuts.
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Figure 4.8: X,Y distribution of pion
decay products at the Straw spectrometer
chamber 1 after track cuts, with mN < 0.5
GeV/c2.
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Figure 4.9: X,Y distribution of pion
decay products at the Straw spectrometer
chamber 1 after track cuts, with mN > 1.5
GeV/c2.
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Figure 4.10: X,Y distribution of muon
decay products at the Straw spectrometer
chamber 1 after track cuts, with mN < 0.5
GeV/c2.
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Figure 4.11: X,Y distribution of muon
decay products at the Straw spectrometer
chamber 1 after track cuts, with mN > 1.5
GeV/c2.
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Figure 4.12: The ratio E
p for each track

passing the track cuts, with mN < 0.5
GeV/c2.
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Figure 4.13: The ratio E
p for each track

passing the track cuts, with mN > 1.5
GeV/c2.
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Figure 4.14: Muon E
p vs pion E

p for two-
track reconstructed MC events passing the
track cuts, with mN < 0.5 GeV/c2. The
peak at low E

p is due to pions decaying to
muons.
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Figure 4.15: Muon E
p vs pion E

p for two-
track reconstructed MC events passing the
track cuts, with mN > 1.5 GeV/c2. The
peak at low E

p is due to pions decaying to
muons.

Figure 4.16: A typical E
p distribution of

data events at NA62: the muon (blue),
pion (red) and electron (green) peaks are
visible. The red peak at low E

p is due to
pions decaying to muons.
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4.1.2 Energy and veto cuts

The ratio E
p

between the reconstructed track energy and the modulus of its

three-momentum is then considered. To further reject two track events in which a

muon-pion pair is not present, the track associated to the MUV3 (the muon) must

have E
p
< 0.2, while the other track (the pion) needs to have E

p
< 0.8 (Fig. 4.12,

Fig. 4.13, Fig. 4.14 and Fig. 4.15). A typical E
p

distribution at NA62 is shown in

Fig. 4.16, where the peaks generated by muons, pions and electrons are visible.

Veto cuts are then applied to events surviving up to this stage. There must be

no LAV and SAV activity associated with the event (in a time window of ± 10 ns).

The event time, in this case, is taken as the average of the two track times provided

by the CHOD.

It is also required that no activity is detected in the CHANTI in a ± 13 ns

window from the L0TP time.

4.1.3 Geometrical cuts

The last set of cuts applied to the reconstructed events is related to several geo-

metrical quantities, to reject events coming from beam kaon decays, whose products

may mimic a signal-like pion-muon pair. The difference between these background

events and the signal events is that vertices of pion-muon pairs coming from HNL

decays are more displaced with respect to the beam axis than pairs coming from the

bulk of kaon decays.

For these cuts, the Closest Distance of Approach (CDA) algorithm is used

(provided within the NA62 framework), which computes the distance between two

lines. Several geometrical cuts are then applied. The CDA between the two tracks

must be less than 1 cm. The distance between the two tracks at the first Spec-

trometer chamber, in the (X, Y ) plane, must be greater than 2 cm. The distance

between the reconstructed two-track vertex and the beam axis must be greater than

10 cm, and the Z coordinate of the vertex has to be in the FV, defined as 120 m

- 180 m (the range between 102.4 m and 120 m has been reserved for data-driven

background studies). Within NA62, fits on track vertices are not carried out yet,

since an algorithm to perform them is currently under development. This could be

used to further improve the quality of the two-track vertices searched for with this

event selection.

Fig. 4.17 and Fig. 4.18 show the distribution of the distance between the two-

track vertex and the beam axis as a function of the Z coordinate of the two-track

vertex, before any cut and for the two HNL mass ranges of mN < 0.5 GeV/c2 and

mN > 1.5 GeV/c2, whereas Fig. 4.19 and Fig. 4.20 display the same distribution
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Figure 4.17: Distance of the two-track
vertex from the beam axis vs Z coordin-
ate of the two-track vertex, before any
cuts. This plot is produced for two-track
reconstructed MC events with mN < 0.5
GeV/c2, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.18: Distance of the two-track
vertex from the beam axis vs Z coordin-
ate of the two-track vertex, before any
cuts. This plot is produced for two-track
reconstructed MC events with mN > 1.5
GeV/c2, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.19: Distance of the two-track
vertex from the beam axis vs Z coordin-
ate of the two-track vertex, for two-track
reconstructed MC events with mN <
0.5 GeV/c2 and surviving track, energy
and veto cuts, the cut on the track-to-
track CDA and the cut on the distance
between the two tracks at the first Spec-
trometer chamber. This plot is produced
for U2 =10−6 and for the general model
(U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.20: Distance of the two-track
vertex from the beam axis vs Z coordin-
ate of the two-track vertex, for two-track
reconstructed MC events with mN >
1.5 GeV/c2 and surviving track, energy
and veto cuts, the cut on the track-to-
track CDA and the cut on the distance
between the two tracks at the first Spec-
trometer chamber. This plot is produced
for U2 =10−6 and for the general model
(U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.21: Invariant mass for reconstructed MC events passing the whole selection,
for mN = 1 GeV/c2.

but after track, energy and veto cuts have been applied. The two-track events in

each of these plots are weighted on the Z axis with the corresponding HNL weights,

as described in Section 3.8.

4.1.4 Signal regions

The squared invariant mass is computed for all events surviving the whole selec-

tion:

m2 = (Eπ + Eµ)2 − |~pπ + ~pµ|2. (4.1)

As seen in Fig. 4.21, this distribution is centred, as expected, on the HNL mass

(1 GeV/c2 in this case).

At this point, a signal region for N → πµ events can be built. The CDA of the

HNL trajectory with respect to the proton trajectory (or proton line) is computed

which, together with its Z coordinate, are the two variables used to define the signal

region. To have a unique signal region for both event types (target-produced and

TAX-produced), the proton trajectory is defined as a straight line connecting the

average HNL production point in the target, at X = 0, Y = 0, Z = −26.5 mm, to

the one in the TAXes, at X = 0, Y = −22 mm, Z = 23.23 m.

Fig. 4.22 and Fig. 4.23 show the signal region for the target-produced component

of the events, before and after all cuts, for mN < 0.5 GeV/c2, while Fig. 4.24 and

Fig. 4.25 display such quantities for mN > 1.5 GeV/c2. Fig. 4.26 and Fig. 4.27

show the same distributions for TAX-produced events, for mN < 0.5 GeV/c2, and
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Figure 4.22: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the target, before any
cuts, with mN < 0.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.23: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the target, after all
cuts, with mN < 0.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.24: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the target, before any
cuts, with mN > 1.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.25: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the target, after all
cuts, with mN > 1.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).

83



50− 40− 30− 20− 10− 0 10 20 30 40 50

Z of CDA of HNL wrt target-TAX line [m]

0
0.01
0.02
0.03
0.04
0.05
0.06
0.07
0.08
0.09

0.1

C
D

A
 o

f H
N

L 
w

rt
 ta

rg
et

-T
A

X
 li

ne
 [m

]

14−10

13−10

12−10

2
N

or
m

al
iz

ed
 to

 P
O

T
 a

nd
 5

0 
cm

N trajectory wrt target-TAX line, before any cut

Figure 4.26: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the TAXes, before any
cuts, with mN < 0.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.27: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the TAXes, after all
cuts, with mN < 0.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.28: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the TAXes, before any
cuts, with mN > 1.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.29: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced in the TAXes, after all
cuts, with mN > 1.5 GeV/c2, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1).
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Figure 4.30: Signal region: CDA vs Z
coordinate of the CDA of the HNL tra-
jectory with respect to the proton line.
This plot refers to two-track reconstructed
MC events produced in the target, before
any cuts, generated from all HNL masses,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1).
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Figure 4.31: Signal region: CDA vs Z
coordinate of the CDA of the HNL tra-
jectory with respect to the proton line.
This plot refers to two-track reconstruc-
ted MC events produced in the target, after
all cuts, generated from all HNL masses,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1).
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Figure 4.32: Signal region: CDA vs Z
coordinate of the CDA of the HNL tra-
jectory with respect to the proton line.
This plot refers to two-track reconstruc-
ted MC events produced in the TAXes,
before any cuts, generated from all HNL
masses, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.33: Signal region: CDA vs Z
coordinate of the CDA of the HNL tra-
jectory with respect to the proton line.
This plot refers to two-track reconstructed
MC events produced in the TAXes, after
all cuts, generated from all HNL masses,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1).

85



50− 40− 30− 20− 10− 0 10 20 30 40 50

Z of CDA of HNL wrt target-TAX line [m]

0
0.01
0.02
0.03
0.04
0.05
0.06
0.07
0.08
0.09

0.1

C
D

A
 o

f H
N

L 
w

rt
 ta

rg
et

-T
A

X
 li

ne
 [m

]

14−10

13−10

12−10

2
N

or
m

al
iz

ed
 to

 P
O

T
 a

nd
 5

0 
cm

N trajectory wrt target-TAX line, before any cut

Figure 4.34: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced both in the target and the
TAXes, before all cuts, with mN < 0.5
GeV/c2, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.35: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced both in the target and the
TAXes, after all cuts, with mN < 0.5
GeV/c2, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.36: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced both in the target and the
TAXes, before all cuts, with mN > 1.5
GeV/c2, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.37: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced both in the target and the
TAXes, after all cuts, with mN > 1.5
GeV/c2, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.38: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced both in the target and the
TAXes, before all cuts, generated from all
HNL masses, U2 =10−6 and for the gen-
eral model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.39: Signal region: CDA vs Z
coordinate of the CDA of the HNL traject-
ory with respect to the proton line. This
plot refers to two-track reconstructed MC
events produced both in the target and the
TAXes, after all cuts, generated from all
HNL masses, U2 =10−6 and for the gen-
eral model (U2

e : U2
µ : U2

τ = 1:1:1).

Fig. 4.28 and Fig. 4.29 display them for mN > 1.5 GeV/c2. In Fig. 4.34 and Fig.

4.35, the two components are shown in the same plot for mN < 0.5 GeV/c2, whereas

the same quantities are displayed in Fig. 4.36 and Fig. 4.37 for mN > 1.5 GeV/c2.

Therefore, a unique signal region can be studied for both production components.

Analogous distributions are also shown for MC events with all masses generated by

the simulation. Fig. 4.30 and Fig. 4.31 display the signal region for the target-

produced component of such events, before and after all cuts, while Fig. 4.32 and

Fig. 4.33 show the same distributions for TAX-produced events. In Fig. 4.38 and

Fig. 4.39, the two components are shown in the same plot. The events in each signal

region plot shown in this Section are weighted on the Z axis with the corresponding

HNL weights, as described in Section 3.8.

4.2 Expected yield

One can then compute the expected sensitivity to N → πµ events with the NA62

detector as a function of the HNL coupling to SM leptons and its mass, by retrieving

the weights associated with all HNLs in the MC sample, according to their mass

and the value assigned to the coupling.

The weights are used to compute the yield per POT, YPOT , as a function of the

HNL mass and coupling, which is defined as the probability, for each POT, that a

N → πµ decay occurs, is detected and passes the event selection.
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The yield per POT can be defined as the product of three acceptances, as follows:

YPOT = AFV ·Aregeneration·Aselection =

A∑
i=1

W ′
i

N
·

G∑
j=1

Wj

B∑
k=1

Wk

·

S∑
l=1

Wl

G∑
j=1

Wj

=

A∑
i=1

W ′
i ·

S∑
l=1

Wl

B∑
k=1

Wk ·N
; (4.2)

AFV is the acceptance for the HNLs to reach the FV and decay in it, defined as

the ratio between the sum of weights of all the HNLs (A) and the number of HNLs

in the whole MC sample (N). This term only considers the number of HNLs that

reach the FV and decay in it, out of all the ones that are produced in the simulation.

For this reason, the HNL decay point is not considered to compute this term and,

therefore, the weight defined in eq. 3.89 is used.

Aregeneration is the acceptance of the regeneration process at the MC stage, that is

the fraction of all the HNLs (B) with both decay products in the CHOD geometric

acceptance (G). In this case, since it is considered that all HNLs have reached the

FV and have decayed in it, the HNL decay point must be exponentially reweighted,

and the formula in eq. 3.76 is used.

Aselection is the acceptance of the event selection, defined as the fraction of all

HNLs in the MC sample with both decay products in the CHOD geometric accept-

ance (G) that also pass all the cuts (S). For analogous considerations as in the case

of Aregeneration, the weight used here is the one in eq. 3.76. This corrects for the flat

distribution used to extract the Z coordinate of the HNL decay point at the MC

stage.

4.2.1 Expected yield as a function of the coupling

The three acceptances and the yield per POT as a function of the coupling, for

a fixed mass, are shown in Fig. 4.40 to Fig. 4.43.

The yields for target and TAX production are computed for each coupling bin

and then normalised to the total number of HNLs in the sample. By doing this, the

total yield shown in Fig. 4.43 (red dots) is the sum of the target- and TAX-produced

yields (blue and green dots respectively) shown in the same plot.

The total acceptances plotted in Fig. 4.40 to Fig. 4.42 (red dots) are the average

of the corresponding target- and TAX-related acceptances (blue and green dots).

The FV acceptance (Fig. 4.40) follows the trend of Fig. 3.20, according to the

fact that too small and too large couplings minimise the product of the probabilities

for the HNL to reach the FV and decay in it. At large couplings, where the HNLs

are likely to decay before reaching the FV, the target-production contribution is

negligible to the TAX one. This is due to the fact that the HNLs produced in the
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TAXes are closer to the beginning of the FV and are therefore more likely to reach

it.

The trend of the regeneration acceptance (Fig. 4.41) is due to the fact that, at

small couplings, the HNLs decay with a flat distribution along the FV. For large

couplings, despite the fact that the majority of the HNLs decay at the beginning

of the FV, those that decay close to the end of it give a larger contribution to

the trend. Since these HNLs are more boosted, their decay products have small

transverse momenta and they more easily get into the CHOD geometric acceptance.

In this plot, the trend of the target-produced sample drops at large couplings. This

is due to the fact that a boosted HNL, when produced in the target, must travel a

longer distance to get to the FV, with respect to an HNL with the same properties

but produced in the TAXes. This means that its decay vertex is more distant from

the Z axis and its decay products are less likely to be in the CHOD geometric

acceptance.

The selection acceptance (Fig. 4.42) is almost flat over the whole coupling range.

The increase around Log(U2) = −3 is due to the fact that for that coupling value

the HNLs start to be boosted enough so that their decay products hit the CHOD at

small distances from its center, ensuring no losses due to different CHOD definitions

between the MC simulation and the NA62 reconstruction (any decay product hitting

the CHOD at a distance from its center between 1.10 m and 1.3 m is marked as in

acceptance at the MC stage but is out of acceptance at the reconstruction stage).

For even larger couplings, though, the HNLs are so boosted that their decay vertex

is so close to the Z axis that they do not pass the full event selection (as described

in Section 4.1.3). The trend of the target-produced sample dominates for large

couplings, since highly boosted HNLs produced in the target are more likely to have

their decay vertices distant enough from the Z axis that more of them still pass the

full event selection, compared to the HNLs produced in the TAXes.

The yield per POT (Fig. 4.43) is the multiplication of the three previous accept-

ances, where the trend of Fig. 4.40 dominates.
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Figure 4.40: FV acceptance (first component in eq. 4.2) as a function of the coupling,
for mN = 1 GeV/c2 and for the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all events (red
dots), events produced in the target (blue dots) and in the TAXes (green dots).
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Figure 4.41: Regeneration acceptance (second component in eq. 4.2) as a function of the
coupling, for mN = 1 GeV/c2 and for the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all
events (red dots), events produced in the target (blue dots) and in the TAXes (green dots).
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Figure 4.42: Selection acceptance (third component in eq. 4.2) as a function of the
coupling, for mN = 1 GeV/c2 and for the general model (U2
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Figure 4.43: Yield per POT as a function of the coupling, for mN = 1 GeV/c2 and for
the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all events (red dots), events produced in the
target (blue dots) and in the TAXes (green dots).
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4.2.2 Expected yield as a function of the mass

The three acceptances and the yield per POT as a function of the HNL mass, for

a fixed coupling, are shown in Fig. 4.44 to Fig. 4.47. The yields for target and TAX

production are computed for each mass bin and are then normalised to the total

number of HNLs in the sample. By doing this, the total yield shown in Fig. 4.47

(red dots) is the sum of the target- and TAX-produced yields (blue and green dots

respectively) shown in the same plot. The total acceptances plotted in Fig. 4.44 to

Fig. 4.46 (red dots) are the average of the corresponding target- and TAX-related

acceptances (blue and green dots).

At U2 = 10−6, the HNLs are likely to reach the FV but not as likely to decay in

it. The FV acceptance (Fig. 4.44) increases at large masses, where the HNLs have a

smaller Lorentz factor that makes them more likely to decay in the FV. It is worth

noticing the discontinuity at mN ≈ 1.70 GeV/c2 and mN ≈ 1.85 GeV/c2 in Fig.

4.45 to Fig. 4.47. This is due to the fact that several production modes reach their

kinematic end point around those mass values, as seen in Fig. 1.7, allowing threshold

effects to cause non-smooth trends in the acceptance distributions. At mN ≈ 1.70

GeV/c2, the D → Nµ mode approaches its kinematic end point and therefore the

small q-value of the process results in the HNL being generated parallel to the D

meson and being highly boosted. This increases the probability of the HNL to

decay in the FV, producing a maximization of the acceptance. On the contrary,

at mN ≈ 1.85 GeV/c2, two modes approach their kinematic end point: DS → Nµ

and D → Ne. This gives a more negative contribution to the HNL weight than the

previous considered case and therefore the acceptance decreases.

The first increase in the regeneration acceptance (Fig. 4.45) is due to the fact

that very light HNLs have their decay vertices too distant from the Z axis for their

decay products to be more likely in the CHOD geometric acceptance. Therefore,

when the HNL mass increases, fewer regenerations are needed for the decay products

to be in the CHOD acceptance. The following decrease in the trend is due to the

fact that decay products generated from more massive HNLs have higher transverse

momenta and are less likely to be in the CHOD acceptance.

The selection acceptance (Fig. 4.46) is almost flat over the whole mass range,

with changes of about 10-20%. Too many factors are involved in producing the

plotted trend to understand these increases or losses.

The yield per POT (Fig. 4.47) is the multiplication of the three previous ac-

ceptances, where the trend shown in Fig. 4.44 dominates. The sudden changes in

trend due to the production-mode kinematic end-points are propagated from each

acceptance to the yield.
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Figure 4.44: FV acceptance (first component in eq. 4.2) as a function of the HNL mass,
for U2 = 10−6 and for the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all events (red dots),
events produced in the target (blue dots) and in the TAXes (green dots).
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Figure 4.45: Regeneration acceptance (second component in eq. 4.2) as a function of
the HNL mass, for U2 = 10−6 and for the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all
events (red dots), events produced in the target (blue dots) and in the TAXes (green dots).

93



0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2

]2N mass [GeV/c

2−10

1−10

S
el

ec
tio

n 
ac

ce
pt

an
ce

Selection acceptance vs N mass
Selection Target

Selection TAX

Selection

Figure 4.46: Selection acceptance (third component in eq. 4.2) as a function of the HNL
mass, for U2 = 10−6 and for the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all events (red
dots), events produced in the target (blue dots) and in the TAXes (green dots).

0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2

]2N mass [GeV/c

20−10

19−10

18−10

17−10

16−10

15−10

Y
ie

ld
 p

er
 P

O
T

Yield per POT vs N mass
Target
TAX
All

Figure 4.47: Yield per POT as a function of the HNL mass, for U2 = 10−6 and for
the general model (U2

e : U2
µ : U2

τ = 1:1:1), for all events (red dots), events produced in the
target (blue dots) and in the TAXes (green dots).
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4.2.3 Expected yield as a function of the momentum

The three acceptances and the yield per POT as a function of the HNL mo-

mentum, for a fixed coupling and mass, are plotted in Fig. 4.48 to Fig. 4.51. The

yield shown in Fig. 4.51 is computed for each momentum bin and is then normalised

to the total number of HNLs in the sample. This means that effectively the quantity

plotted in Fig. 4.51 is the fractional contribution to the yield for each momentum

bin. Thus, the integrated yield of Fig. 4.51 is equal to the yield value shown in Fig.

4.43 for Log(U2) = −6 and the yield value shown in Fig. 4.47 for mN = 1 GeV/c2.

The same consideration applies to the three acceptances plotted in Fig. 4.48 to Fig.

4.50, which are normalised bin by bin to the total number of HNLs in the sample.

Therefore they are fractional contributions to the acceptances for each momentum

bin and are additive.

The FV acceptance (Fig. 4.48) decreases for large momenta since, for a fixed

coupling and therefore lifetime, HNLs with greater momenta are more likely to travel

beyond the end of the FV without decaying in it.

The regeneration acceptance (Fig. 4.49) first increases, due to the fact that decay

products generated from low-momentum HNLs have large transverse momenta and

are less likely to reach the CHOD geometric acceptance. The trend then decreases

for larger HNL momenta. At U2 = 10−6, the HNLs that reach the FV decay at the

beginning of it. This means that, despite their small transverse momenta, their decay

products reach the CHOD plane at distances larger than 1.3 m and are therefore

outside the detector acceptance.

The selection acceptance (Fig. 4.50) first increases, due to the fact that, at low

momentum, losses are present when decay products hit the CHOD plane at distances

from its center between 1.10 m and 1.3 m (the same considerations drawn in Section

4.2.1 concerning Fig. 4.42). The following decrease in the trend is due to the fact

that high-momentum HNLs have their decay vertices too close to the Z axis to pass

the full event selection (as described in Section 4.1.3).

The yield per POT (Fig. 4.51) is the multiplication of the three previous accept-

ances.
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Figure 4.48: FV acceptance (first component in eq. 4.2) as a function of the HNL
momentum, for mN = 1 GeV/c2, U2 = 10−6 and for the general model (U2

e : U2
µ : U2

τ =
1:1:1), for both target- and TAX-produced events.
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Figure 4.49: Regeneration acceptance (second component in eq. 4.2) as a function of the
HNL momentum, for mN = 1 GeV/c2, U2 = 10−6 and for the general model (U2

e : U2
µ :

U2
τ = 1:1:1), for both target- and TAX-produced events.
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Figure 4.50: Selection acceptance (third component in eq. 4.2) as a function of the HNL
momentum, for mN = 1 GeV/c2, U2 = 10−6 and for the general model (U2

e : U2
µ : U2

τ =
1:1:1), for both target- and TAX-produced events.
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Figure 4.51: Yield per POT as a function of the HNL momentum, for mN = 1 GeV/c2,
U2 = 10−6 and for the general model (U2

e : U2
µ : U2

τ = 1:1:1), for both target- and TAX-
produced events.
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4.3 Sensitivity curves

The expected yield is studied as a function of both the coupling and the HNL

mass. It is then multiplied by the number of POT to be collected to be competitive

with previous experimental results. This is expected to be equal to 1018 POT during

the beam-dump operation mode of 2021-2023. The expected sensitivity is then

computed: the curve is made of all the HNL mass-coupling value pairs for which

YPOT · 1018 = 2.3. This value corresponds to the 90% Confidence Level (CL) in the

hypothesis of zero background, which has been assumed when designing the event

selection described in Section 4.1. Background evaluation studies are presented in

Chapter 5.

The 90% CL contour for the expected sensitivity is shown for the general and

the tau-dominant models (Fig. 4.52 and Fig. 4.53). Expected sensitivity curves

obtained within other relevant theoretical scenarios can be found in Appendix E.

The curves presented here cannot be directly compared or superimposed to the

ones from the PBC report and displayed in Fig. 1.12, since in the latter case the HNL

coupling to muons is removed. For the decay search discussed in this thesis, having

a non-null U2
µ is mandatory to be sensitive to pion-muon final states. Moreover,

if the coupling to muon were to be switched off and only U2
τ remained, the only

enabled decay channels for HNLs with mass below the D meson one would be open

channels involving SM neutrinos, which would not be fully reconstructible and whose

phasespace would be limited. NA62 would not therefore be competitive in the

U2
e : U2

µ : U2
τ = 0:0:1 scenario with mN < mDi (Di = D,D0, DS).
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Figure 4.52: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for the general model (U2

e : U2
µ : U2

τ = 1:1:1).
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Figure 4.53: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for the tau-dominant model (U2

e : U2
µ : U2

τ = 0:1:10).
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Chapter 5

Background evaluation

5.1 Data set collected in kaon mode

The data set collected during 2016-2018 for N → πµ decay searches, with the

“muon exotics” trigger described in Section 2.5.4, has been analysed to perform a

data-driven evaluation of the main background sources present in kaon mode. The

whole data set corresponds to 2.4 · 1017 POT, whereas only a subsample already

reconstructed by the offline NA62 framework was available for analysis at the time

of these studies. The considered subset corresponds to 1 · 1017 POT. The number of

POT is computed as following:

NPOT =
FPOT−K ·NK3π

BR(K+ → π+π+π−) · AK3π · εKdec · d
. (5.1)

Here, FPOT−K = 1.1·1012

45.0·106
= 2.44 · 104 is the conversion factor determined by

instantaneous POT rate per spill divided by number of positive kaons entering the

decay volume; NK3π is the number of fully-reconstructed K+ → π+π+π− decays

occurred in the FV in the analysed data sample, computed within the NA62 offline

framework and used as normalisation channel, and BR(K+ → π+π+π−) = 0.05583

[28] is the Branching Ratio of the K+ → π+π+π− decay. The quantity AK3π ≈
0.15 is the acceptance of the K+ → π+π+π− event selection (estimated from MC

simulations within the collaboration), while εKdec = 0.125 is the probability for a

kaon to decay in the FV. The last factor, d, is the downscaling factor with which the

“muon exotics” trigger has been collected, due to limited bandwidth for data-taking:

for example, a downscaling of 10 means that only one triggered event out of 10 has

been written on disk. The downscaling for the “muon exotics” trigger has varied

throughout the data-taking, from a minimum of 1 to a maximum of 20. Therefore,

the POT computation of eq. 5.1 has been performed run by run (a run being a

data subsample collected in uniform data-taking conditions and downscaling) and
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the results have been added to calculate the total number of POT to which the

analysed subsample for HNL decay searches corresponds to.

5.2 Data-driven method for background evalu-

ation

A data-driven method for background evaluation is a procedure performed to

compute the expected number of background events to a certain process, without the

use of MC simulations, by studying the background source present in the collected

data sample. This procedure consists of defining a region in one or more variables,

such that the distribution of signal events in that region is maximised. This region

is then “blinded” when analysing the collected data sample, and no information

can be retrieved on the background distribution in that region. Each source can

be studied using variables that discriminate the signal against the background, and

defining subregions in the variable distributions, the so-called “sidebands”, which are

dominated by the latter. By studying these distributions, one can extrapolate the

number of expected background events in the blinded region. In searches that aim at

discovering new particles, a hypothesis on the mass of the new particle is made and

the number of expected background events in the blinded region is computed for each

mass hypothesis. The blinded region can then be “unblinded” at the completion of

the analysis, to count the effective number of events inside it, as a function of the

particle mass hypothesis, and set upper limits for this search. The last two steps are

not part of the work discussed in this thesis. In fact, although the signal selection

is considered optimised and frozen, few actions are missing before completing this

search:

• computing the corresponding expected upper limit in no-signal hypothesis as

a function of the HNL mass and coupling;

• computing the trigger and selection efficiencies for this study;

• unblinding the blinded region and counting the number of events present in it;

• setting upper limits to the NA62 sensitivity to N → πµ events.

5.3 Blinded region for background evaluation

The variables chosen to study the distribution of signal events for N → πµ

searches have been defined in Section 4.1.4 and shown in Fig. 4.39. The region to
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be blinded during the presented data-driven background studies is defined within

0 mm ≤ CDA ≤ 60 mm and -15 m ≤ ZCDA ≤ 40 m. Here, CDA is the Closest

Distance of Approach (CDA) between the HNL trajectory (computed from the two

downstream tracks measured by the Straw spectrometer) and the proton trajectory,

assumed as the line connecting the average of the HNL production point in the target

to the one in the TAXes (computed through the MC simulation); whereas ZCDA is

the Z coordinate of the same quantity. The choice of defining a wide blinded region is

motivated by the fact that, at a later stage of the analysis that is not included in this

thesis, multiple signal regions and control regions could be selected within the broad

blinded region used for the studies detailed in this Chapter. At that stage, one could

decide to keep a wide signal region, unique for both target and TAX production,

or choose to separately study the two by selecting smaller signal regions around the

two production points, while exploiting the areas around them for control purposes.

Several signal regions could also be studied and defined according to different HNL

mass hypotheses, with negligible losses in signal acceptance.

It needs to be noted that the data-driven background evaluation for this decay

search is performed separately for N → π+µ− and N → π−µ+ samples, since the

two receive different background contributions. This is due to the fact that the

great majority of particles decaying in the NA62 fiducial volume are positive, and

the experiment is not optimised to detect negative particles.

Fig. 5.1 shows the distribution of N → π+µ− MC signal events in terms of CDA

and Z coordinate of the CDA between the HNL trajectory and the proton line, while

in Fig. 5.2 the same quantities are plotted in the N → π−µ+ case.

5.4 Invariant mass resolution for Monte Carlo sig-

nals

The evaluation of the expected number of background events as a function of the

HNL mass hypothesis makes use of the two-track reconstructed invariant mass, so

the mass resolution for MC signal events is studied as a function of the true HNL

mass, in the range from 0.25 GeV/c2 to 1.96 GeV/c2 and in steps of 10 MeV/c2.

The chosen step value is small enough to ensure good granularity when producing

the acceptance and yield plots as a function of the HNL mass (Section 4.2.2), and

the expected sensitivity curves (Section 4.3).

The plot in Fig. 5.3 shows the distribution of the two-track reconstructed invari-

ant mass as a function of the true HNL mass, for all MC signal events. As seen in

this plot, the mass resolution increases at larger masses.

To study the HNL mass resolution, a distribution of the reconstructed invariant
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Figure 5.1: Signal region for N → π+µ−

events: CDA vs Z coordinate of the CDA
of the HNL trajectory with respect to the
proton line. This plot refers to two-track
reconstructed MC events produced both in
the target and the TAXes, after all selec-
tion cuts, generated from all HNL masses,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1). The blinded region is
visible in red.

Figure 5.2: Signal region for N →
π−µ+ events: CDA vs Z coordinate of
the CDA of the HNL trajectory with
respect to the proton line. This plot
refers to two-track reconstructed MC
events produced both in the target and
the TAXes, after all selection cuts, gen-
erated from all HNL masses, U2 =10−6

and for the general model (U2
e : U2

µ :
U2
τ = 1:1:1). The blinded region is vis-

ible in red.

mass of all events corresponding to a certain value of the true MC mass is plotted

and fitted with a Gaussian function. This is repeated for all MC true mass values;

the RMS of each fitted subsample is then plotted as a function of the corresponding

HNL true mass (Fig. 5.4). The distribution shown in Fig. 5.4 is fitted with a linear

function, and the parameters of the fit are used to compute the mass resolution

of each HNL mass hypothesis considered to evaluate the expected number of back-

ground events. As seen in Fig. 5.4, the larger the reconstructed invariant mass,

the more the mass resolution is distant from the fit. This is due to lower statistics,

caused by the fact that fewer events pass the full selection. This could be solved

by producing more MC events at larger masses, which could not be done due to

time constraints. The goodness of the fit has been crosschecked by studying the

distribution of residuals as a function of the fitted values, and confirming that there

is no correlation between the two.

The reason why the mass values shown in Fig. 5.3 and Fig. 5.4 start from 0.5

GeV/c2 is related to the background evaluation procedure and it is explained in

Section 5.5.1.

103



0.6 0.8 1 1.2 1.4 1.6 1.8

]2N true invariant mass [GeV/c

0.6

0.8

1

1.2

1.4

1.6

1.8
]2

R
ec

on
st

ru
ct

ed
 in

va
ria

nt
 m

as
s 

[G
eV

/c

0

200

400

600

800

1000

Mass resolution studies

Figure 5.3: Two-track reconstructed in-
variant mass as a function of the true
HNL mass, for all MC signal events.
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Figure 5.4: Mass resolution as a func-
tion of the true HNL mass (from the MC
simulation), for all MC signal events, fit-
ted with a linear function.

5.5 Main background sources

Three processes give the most relevant background contributions to the HNL

decay searches detailed in this thesis, mimicking the N → πµ signal. A detailed

description of all three, together with their evaluation procedures, is given in the

following, for the N → π+µ− data sample. The N → π−µ+ sample has not been

treated within this thesis.

5.5.1 Kaon-induced background

One of the main background sources to N → πµ searches is the one originating

from beam K+ → π+π+π− decays. For the N → π+µ− sample, this occurs when one

negative pion decays in flight via π− → µ−νµ and one positive pion goes undetected,

whereas, in the N → π−µ+ case, the background sources is due to one positive pion

decaying via π+ → µ+ν̄µ and one positive pion going undetected. The result, in

both cases, is that πµ pairs are present in the final state, with the two tracks being

in time because they come from the same decay.

The kaon-induced background becomes negligible when the HNL masses con-

sidered are larger than the kaon mass, about 0.5 GeV/c2. Restricting the HNL

mass range above this value has the advantage to eliminate this background source

without impacting the NA62 sensitivity to this decay search, as shown in Fig. 4.52

and Fig. 4.53. The expected sensitivity curves presented in Chapter 4 show the

HNL mass region below the kaon mass as well, for completeness.
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5.5.2 Combinatorial background

The combinatorial background to N → πµ searches consists of two opposite-

charged tracks, identified as a pion and a muon, uncorrelated in time. In the case

of the N → π+µ− sample, the positive pions either come from the beam itself or

originate from beam K+ → π+π0 decays, while the negative muons come from the

so-called “beam muon halo”. This is a halo of particles that contains positive muons,

either present in the beam itself or generated in beam kaon and pion decays, and

negative muons originating in the showers produced by the interaction between the

SPS primary proton beam and the T10 target.

The combinatorial background to N → π−µ+ events originates from beam K+ →
π+π+π− decays (negative pions), while positive muons are generated in beam kaon

and pion decays.

Sideband definition

To evaluate the combinatorial background, where the two tracks are uncorrelated

in time, two sidebands have been chosen in the time difference distribution of the

two tracks, where the track time measurement is provided by the CHOD.

Due to the nature of the background source, the time distribution of the two-track

difference is expected to be uniform, since the beam intensity is stable throughout

a single spill.

Fig. 5.5 shows the two-track time-difference distribution for all MC signal events

outside the blinded region defined in Section 5.3, for the N → π+µ− sample. In Fig.

5.6, the same quantity is plotted for all data events outside the blinded region.

As seen in Fig. 5.6, a peak is present between -2 ns and 2 ns: these are time-

correlated tracks and, therefore, they do not constitute the combinatorial back-

ground. The distribution in the range [-4, -2] ns and [2, 4] ns is uniform, thus it is

expected to be populated by this background, with the signal being negligible. The

two peaks around -6 ns and 6 ns are due to time cuts at the trigger level. The fact

that no events are present below -7 ns and above 7 ns is due to the presence of time

cuts in the full event selection.

The sidebands are defined between -4 ns and -2 ns, and between 2 ns and 4 ns.

The data distribution in the sidebands is assumed flat and is propagated as such in

the blinded region. The total width of the two sidebands combined is equal to the

width of the region where the MC signal peaks. Since the distribution difference

between the peaks around ±6 ns and the sidebands is approximately 50% (as seen

in Fig. 5.6), a conservative systematic error will be associated with the expected

number of combinatorial background events computed in the following paragraphs.
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Figure 5.5: Distribution of the time
difference of the two tracks, as given by
the CHOD, for MC signal events outside
the blinded region, at different masses,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1), in the N → π+µ− case.
Each event is weighted for the quantity
defined in Section 3.8.
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Figure 5.6: Distribution of the time dif-
ference of the two tracks, as given by the
CHOD, for data outside the blinded re-
gion, in the N → π+µ− case.

Contribution from positive beam pions

The combinatorial background component to N → π+µ− events produced by

positive beam pions and negative halo muons can be eliminated by studying the

momentum distribution of the downstream tracks, for all events in the combinatorial

sidebands. The particle identification for both tracks is provided by the MUV3,

while the electric charge is measured by the Straw spectrometer. The momentum

distribution for positive pions is shown in Fig. 5.7 for the MC signal sample, and in

Fig. 5.8 for the data. The negative muon momentum distribution is plotted in Fig.

5.9 for the MC signal sample and in Fig. 5.10 for the data.

Moreover, the transverse position at the GTK3 station (Z = 102.4 m) is plotted

in Fig. 5.11 (Fig. 5.12) for all positive pions with momentum between 70 GeV/c

and 80 GeV/c, for all MC signal (data) events within the combinatorial sidebands.

The shape of the distribution shown in Fig. 5.12 indicates that all these tracks cross

the GTK3 station and, therefore, suggests that they belong to the beam. This does

not happen in the case of MC signal events (Fig. 5.11), since the HNLs for these

decay searches are produced at the target or at the TAXes and do not cross the

GTK3 station.

The combinatorial background component induced from positive beam pions to

the N → π+µ− events is then eliminated from the sample, by adding a cut that

rejects all events with positive pions in the [70, 80] GeV/c momentum range and

whose X, Y coordinates at the GTK3 plane lay within a rectangle of 80 × 60 mm2

centred at (X, Y ) = (0, 0). This cut is performed at an affordable cost in terms of

signal acceptance.
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Figure 5.7: Momentum distribution for
positive downstream tracks not associated
with the MUV3, in the combinatorial side-
bands, for MC signal events at different
masses, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1), in the
N → π+µ− case. Each event is weighted
for the quantity defined in Section 3.8. No
peak at 75 GeV/c is observed.
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Figure 5.8: Momentum distribution for
positive downstream tracks not associated
with the MUV3, for data events in the
combinatorial sidebands, in the N →
π+µ− case. The peak at 75 GeV/c in-
dicates the beam pion component to this
background source.
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Figure 5.9: Momentum distribution
for negative downstream tracks associated
with the MUV3, in the combinatorial side-
bands, for MC signal events at different
masses, U2 =10−6 and for the general
model (U2

e : U2
µ : U2

τ = 1:1:1), in the
N → π+µ− case. Each event is weighted
for the quantity defined in Section 3.8.
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Figure 5.10: Momentum distribution
for negative downstream tracks associated
with the MUV3, for data events in the
combinatorial sidebands, in the N →
π+µ− case.

From this point on, the plots shown and the studies detailed in the following

assume that all data events contributing to this component are rejected.
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Figure 5.11: Tranverse position at the
GTK3 station for positive downstream
tracks not associated with the MUV3 and
with momentum between 70 GeV/c and
80 GeV/c, in the combinatorial sidebands,
for MC signal events at different masses,
U2 =10−6 and for the general model (U2

e :
U2
µ : U2

τ = 1:1:1), in the N → π+µ− case.
Each event is weighted for the quantity
defined in Section 3.8. The MC signal
events do not come from the beam and,
therefore, do not cross the GTK3 station.
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Figure 5.12: Tranverse position at the
GTK3 station for positive downstream
tracks not associated with the MUV3 and
with momentum between 70 GeV/c and 80
GeV/c, for data events in the combinat-
orial sidebands, in the N → π+µ− case.
The distribution shape suggests that these
tracks are positive beam pions that cross
the GTK3 station.

Reconstructed invariant mass distribution

After rejecting all events presenting the combinatorial background component

induced from positive beam pions, the distribution of the two-track reconstructed

invariant mass can be studied for all events inside the combinatorial sidebands and

the blinded region. This is done in order to evaluate the expected number of com-

binatorial background events for each HNL mass hypothesis.

Fig. 5.13 shows the two-track reconstructed invariant mass distribution for all

data events inside the combinatorial sidebands and the blinded region, for the N →
π+µ− sample, while the same distribution is plotted in Fig. 5.14 for all events inside

the sidebands.

The comparison of the two plots suggests that the distribution shown in Fig.

5.13 is likely to have been drawn from the one plotted in Fig. 5.14.

The number of events in the sidebands and the blinded region is computed from

NSB : NS = NSB+BR : NS+BR, (5.2)

where NSB is the number of events in the sidebands (in the ranges [-4, -2] ns and

[2, 4] ns), NS is the number of events in the signal region (between -2 ns and 2 ns),

NSB+BR is the number of events in the sidebands and inside the blinded region (as

shown in Fig. 5.13), and NS+BR is the number of events in the signal region and
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Figure 5.13: Two-track reconstruc-
ted invariant mass distribution for data
events in the combinatorial sidebands and
in the blinded region, in the N → π+µ−

case.

0.6 0.8 1 1.2 1.4 1.6 1.8

]2Reconstructed invariant mass [GeV/c

0

2

4

6

8

10

12

14

16

E
ve

nt
s/

10
 M

eV

Events in sidebands

Figure 5.14: Two-track reconstruc-
ted invariant mass distribution for data
events in the combinatorial sidebands, in
the N → π+µ− case.
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Figure 5.15: Two-track reconstruc-
ted invariant mass distribution for data
events in the combinatorial sidebands, res-
caled to the number of events in Fig. 5.13,
in the N → π+µ− case.

inside the blinded region.

Since the sideband width is equal to the signal region width, and the data dis-

tribution can be assumed flat at first order in the sidebands (as plotted in Fig. 5.6),

it follows that

NS+BR =
NSB+BR ·NS

NSB

= NSB+BR. (5.3)

The distribution in Fig. 5.14 is therefore rescaled to NSB+BR (since NS
NSB

= 1),

in such a way that its integral in equal to the one in Fig. 5.13. Fig. 5.15 shows

the reconstructed invariant mass distribution for data events in the combinatorial

sidebands, after rescaling it to the number of events in Fig. 5.13.
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Evaluation of the expected number of background events

A scan on the HNL mass hypothesis is performed on the distribution plotted in

Fig. 5.15, starting from mN = 0.5 GeV/c2, in steps equal to the smallest value of the

true mass resolution found in the plot in Fig. 5.4. For each HNL mass hypothesis, its

corresponding mass resolution (σ) is then computed via the fit described in Section

5.4. A 1σ- or 2σ-wide window is then opened, centred on the considered HNL mass

hypothesis, and the expected number of background events for each mass hypothesis

is calculated by computing the integral of the bins included in the mass window,

and considering that the bins on its boundaries are counted accordingly to the bin

fraction included in the window.

Background evaluations with both a 1σ- or 2σ-wide mass window are provided,

since the limits that are put on the HNL coupling as a function of the HNL mass

may be more or less stringent, according to the mass window width and the method

used for estimating the background (either data driven or from MC simulations).

Results of background evaluation for both widths are presented in this thesis, to

allow for future comparisons when upper limits are set for this search (which is not

part of the work discussed in this thesis).

The expected number of combinatorial background events for each HNL mass

hypothesis, for the N → π+µ− sample, is plotted in Fig. 5.16 (Fig. 5.17) for a

1σ-wide (2σ-wide) mass window.
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Figure 5.16: Number of expected com-
binatorial background events for each
HNL mass hypothesis, for a 1σ-wide mass
window, in the N → π+µ− case. The blue
area indicates a 50% conservative system-
atic error assigned to the background eval-
uation and due to the assumption of uni-
formity for the event distribution in the
combinatorial sidebands.
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Figure 5.17: Number of expected com-
binatorial background events for each
HNL mass hypothesis, for a 2σ-wide mass
window, in the N → π+µ− case. The blue
area indicates a 50% conservative system-
atic error assigned to the background eval-
uation and due to the assumption of uni-
formity for the event distribution in the
combinatorial sidebands.
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5.5.3 Muon-induced background

The muon-induced background comes from beam and halo muons interacting

with the collimators and magnets along the beamline, upstream the fiducial volume,

and generating showers of particles. Pairs of in-time ee, eµ and µµ of zero total

charge are produced in these showers and can be misidentified as signal pion-muon

pairs.

Sideband definition

To evaluate the muon-induced background, a sideband has been chosen in the

distribution of the Z coordinate of the two-track vertex, for those events whose

two-track time difference (as measured by the CHOD) is between -2 ns and 2 ns.

The choice of this time constraint comes from the fact that events outside this

time window are of combinatorial origin, and including them in the muon-induced

background evaluation would produce a double counting in the estimate. The com-

binatorial background source is studied in Section 5.5.2.

The sideband is defined between 102.4 m and 120 m. This choice is motivated by

the fact that the number of MC signal events in it is negligible with respect to the

one in the complementary region, namely the FV (between 120 m and 180 m), as

seen in Fig. 5.18, whereas the number of data events in this region is non negligible

and the muon-induce background is expected to populate it (Fig. 5.19).
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Figure 5.18: Distribution of the Z co-
ordinate of the two-track vertex, for data
outside the blinded region and with two-
track time difference (as given by the
CHOD) between -2 ns and 2 ns, for all
MC signal events outside the blinded re-
gion, at different masses, U2 =10−6 and
for the general model (U2

e : U2
µ : U2

τ =
1:1:1), in the N → π+µ− case. Each
event is weighted for the quantity defined
in Section 3.8.
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Figure 5.19: Distribution of the Z co-
ordinate of the two-track vertex, for data
outside the blinded region and with two-
track time difference (as given by the
CHOD) between -2 ns and 2 ns, in the
N → π+µ− case.
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Background components

The radial position of the two-track vertex with respect to the Z axis is plotted

as a function of its Z coordinate, both for MC signal events (Fig. 5.20) and for

data (Fig. 5.21). From the comparison between Fig. 5.20 and Fig. 5.21, several

background components are visible in the data distribution, which are not present

in the MC signal distribution.

A component is visible in Fig. 5.21, at low Z coordinate and with vertex radial

position spread between ≈ 10 cm and ≈ 60 cm. This component originates from

muon interactions upstream of the FV, at the final collimator (Z ≈ 103 m) and at

the CHANTI (Z ≈ 105 m), which produce in-time pairs of final state particles, and

it is not expected to populate the blind region (as defined in Section 5.3).

Another contribution can be seen in Fig. 5.21, at Z ≈ 150 m and vertex radial

position greater than 50 cm. Since this value of Z corresponds to the position

of LAV5, this background component is likely to come from beam pions and halo

muons that interact with the LAV5 material, producing particle showers. In these

showers, ee/µe in-time pairs of opposite charge are produced and misidentified as

πµ pairs (due to the presence of an in-time signal in the MUV3). This background

component only occurs in the LAV5, which has a greater radius than all the following

LAV stations, therefore leaving part of its geometric acceptance “uncovered”.

This component ca be identified and removed at no extra cost for the signal

acceptance (Fig. 5.20) by rejecting all events with vertex radial position greater

than 50 cm.

From this point on, the plots shown and the studies detailed in the following

assume that all data events contributing to these two components are not considered.

Fit to the sideband distribution

After excluding the combinatorial and the LAV5-produced components in the

muon-induced background, the plot shown in Fig. 5.22 is obtained. The slope of the

distribution for Z in the range [110, 120] m is the one expected to propagate in the

blinded region, therefore the distribution of the number of events per bin which lay

in the [110, 120] m region is fitted with a Poissonian function. The mean number of

events in the sideband (between 102.4 m and 120 m) and in the FV (between 120

m and 180 m) can be computed as

NSB,FV = µP · C · LSB,FV , (5.4)

where µP ·C is the mean number of events per meter in Fig. 5.19; in fact, µP is

the mean number of events per bin (from the Poissonian fit), C = 1
B

= 5.55 m-1 is
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Figure 5.20: Distribution of the two-
track vertex radial position as a func-
tion of its Z coordinate, for all MC sig-
nal events outside the blinded region (no
check on the CHOD two-track difference
is performed, since MC events are time
aligned), at different masses, U2 =10−6

and for the general model (U2
e : U2

µ : U2
τ =

1:1:1), in the N → π+µ− case. Each
event is weighted for the quantity defined
in Section 3.8.
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Figure 5.21: Distribution of the two-
track vertex radial position as a function
of its Z coordinate, for all data events out-
side the blinded region and with a CHOD
two-track difference in the range [-2, 2] ns,
in the N → π+µ− case.
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Figure 5.22: Distribution of the Z co-
ordinate of the two-track vertex, for data
outside the blinded region and with two-
track time difference (as given by the
CHOD) between -2 ns and 2 ns, after the
LAV5-produced component has been ex-
cluded, in the N → π+µ− case.

the conversion factor between the bin width (B) of the plot in Fig. 5.19 and meters,

and LSB,FV is the length of the region considered for the computation (LSB = 17.6

m for the sideband, and LFV = 60 m in the FV case). These two quantities are

used to compute the number of events in the FV and inside the blinded region, as

described in the following paragraph.

113



Reconstructed invariant mass distribution

The distribution of the two-track reconstructed invariant mass can be studied

for all events inside the sideband, for the N → π+µ− sample (Fig. 5.23). This is

done in order to evaluate the expected number of muon-induced background events

for each HNL mass hypothesis.

The number of events inside the FV and blinded region is computed from the

proportion

NSB : NFV = NSB+BR : NFV+BR, (5.5)

where NSB and NFV have been computed in the previous paragraph, NSB+BR is

the number of events in the sideband, inside the blinded region and whose two-track

time difference is in the range [-2, 2] ns, and NFV+BR is the number of the same

events expected inside the FV and blinded region. Since NSB+BR is found to be 0,

an upper limit of 2.3 events at 90% Confidence Level (CL) is assumed.

The distribution in Fig. 5.23 is rescaled in such way that its integral is equal to

NFV+BR = NSB+BR·NFV
NSB

= 6.9, as shown in Fig. 5.24.
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Figure 5.23: Two-track reconstruc-
ted invariant mass distribution for data
events in the sideband, with CHOD two-
track difference in the range [-2, 2] ns and
vertex radial position smaller than 50 cm,
in the N → π+µ− case.
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Figure 5.24: Two-track reconstruc-
ted invariant mass distribution for data
events in the sideband, with CHOD two-
track difference in the range [-2, 2] ns and
vertex radial position smaller than 50 cm,
rescaled to the mean number of events in
the FV and the blinded region, NFV+BR

(as computed in paragraph 5.5.3), in the
N → π+µ− case.

Evaluation of the expected number of background events

With a procedure analogous to the one described in Section 5.5.2, a scan on the

HNL mass hypothesis is performed on the distribution plotted in Fig. 5.24.

The expected number of muon-induced background events for each HNL mass

hypothesis, for the N → π+µ− sample, is plotted in Fig. 5.25 (Fig. 5.26) for a
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1σ-wide (2σ-wide) mass window.
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Figure 5.25: Number of expected muon-
induced background events for each HNL
mass hypothesis, for a 1σ-wide mass win-
dow, in the N → π+µ− case.
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Figure 5.26: Number of expected muon-
induced background events for each HNL
mass hypothesis, for a 2σ-wide mass win-
dow, in the N → π+µ− case.
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Figure 5.27: Total number of expected
background events for each HNL mass hy-
pothesis, for a 1σ-wide mass window, in
the N → π+µ− case. The blue area indic-
ates a 50% conservative systematic error
assigned to the combinatorial background
evaluation and due to the assumption of
uniformity for the event distribution in the
combinatorial sidebands.
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Figure 5.28: Total number of expected
background events for each HNL mass hy-
pothesis, for a 2σ-wide mass window, in
the N → π+µ− case. The blue area indic-
ates a 50% conservative systematic error
assigned to the combinatorial background
evaluation and due to the assumption of
uniformity for the event distribution in the
combinatorial sidebands.

5.5.4 Total number of expected background events

The total number of expected background events for each HNL mass hypothesis

is then computed by adding the contributions from all the background sources de-

scribed in Section 5.5. The results are plotted in Fig. 5.27 (Fig. 5.28) for a 1σ (2σ)

mass window, in the N → π+µ− case.
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5.6 Summary on background evaluation

Estimates on the total number of expected background events for each HNL mass

hypothesis (in a 1σ and 2σ mass window) have been detailed for a reconstructed

data sample collected in kaon mode for the HNL decay searches presented in this

thesis and corresponding to 1 · 1017 POT.

Three main sources of background have been considered: kaon-induced, combin-

atorial and muon-induced. The estimates discussed in this Chapter are restricted

to HNL mass hypotheses above the kaon mass, to eliminate the kaon-induced back-

ground source.

Due to time constraints, the results presented here are not final. The evaluation

discussed in this thesis shows that the level of background is negligible with a stat-

istics of 1017 POT. Therefore, the zero-background hypothesis is achieved over an

HNL mass range of about 2 GeV/c2.

Additional studies could be performed to make a more robust background eval-

uation to N → πµ decays. MC simulations of several processes could help in un-

derstanding the origin of backgrounds in more detail. Different distributions could

be studied, to verify the assumptions made in the background evaluation procedure

detailed in this Chapter. Cuts could be optimised to further help discriminating the

MC signal sample against the main background sources and to gain more handles

against background processes that could become significant at higher statistics.
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Chapter 6

Conclusions and outlook

6.1 Conclusions

The studies detailed in this thesis discuss the sensitivity to HNL decays to pion-

muon final states at the NA62 experiment at CERN. The work presented here has

been performed in the theoretical framework of the νMSM, in a specific scenario

where the HNL coupling to electrons is neglected and the one to τ leptons is enhanced

with respect to the muon one. By analyzing the data sample collected in 2016-2018

in kaon operation mode, NA62 can set more restrictive limits on U2
τ as a function of

the HNL mass, within the tau-dominant scenario.

In this thesis, the NA62 full Monte Carlo simulation implemented to produce

HNL decays to pion-muon final states, where the HNLs are generated in D meson

decays, has been detailed. It is available as an official tool in the NA62 framework

and it will be used for future HNL production searches and decay searches to two-

body, fully-reconstructible final states.

A thorough event selection optimised for these searches has been discussed as

well. The expected sensitivity curve to N → πµ decays at NA62 has been produced,

for the chosen theoretical scenarios.

In addition to the full MC simulation and expected sensitivity studies, a data-

driven background evaluation has been performed on a partial data set (correspond-

ing to 1 · 1017 POT) collected in 2016-2018 for the searches presented in this work.

It is shown that the zero-background hypothesis is achieved for such statistics over

a wide range of HNL masses, from about 0.2 GeV/c2 to 2 GeV/c2.

It is shown that the zero-background hypothesis is achieved for such statistics

over a wide range of HNL masses, from about 0.2 GeV/c2 to 2 GeV/c2.
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6.2 Outlook

The MC simulation implemented for this work simulates HNL production from

D mesons and decay to two-body, fully-reconstructible final states at NA62. It

could be extended to also account for HNL production from K and B mesons, and

to simulate HNL decays to three-body final states.

The libraries developed within the official analysis framework allow to produce

expected sensitivity curves for any theoretical scenario within the Neutrino Minimal

Standard Model.

If the analysis framework were to be expanded with optimised event selections,

expected sensitivity curves in any theoretical scenario could also be studied for

several other two-body, fully-reconstructible HNL decay modes, which are already

implemented in the full MC simulation. These could be used to analyse the 1018 POT

data sample that will be collected by NA62 in 2021-2023 in dedicated beam-dump

operation runs, to set upper limits for different HNL decay searches.

A project called MadDump currently exists and is being developed to simulate

MC events for beam-dump experiments and to allow for the study of several long-

lived, feebly-interacting particles. This includes the simulation of their production

via different processes, their decay to selected final states and their propagation

through the detector of the beam-dump experiment chosen for the event generation

[66].

The results produced with the MC simulation coded for the study discussed in

this thesis could be compared to the ones produced by the MadDump software, in

the case of HNLs generated from D mesons and decaying to pion-muon final states,

to test for the validity of both tools.

This could eventually result in the migration to the MadDump software by the

NA62 collaboration, to perform broader HSM and DF searches during the beam-

dump operation in 2021-2023.
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Appendix A

Heavy Neutral Lepton production

modes

For convenience, the formulae used to compute the BRs of all HNL production

modes listed in Section 1.3.1 are detailed here. Further information can be found

in [12]. The used system of units is natural.

It must be noted that the HNL is a Majorana particle within these theoretical

models. This means that charge-conjugated processes contribute to the HNL pro-

duction as well. Each BR detailed in the following should be divided by two if the

HNLs were Dirac particles.

Two-body, leptonic decays of D mesons:

BR(H → Nlα) =
2τHG

2
Ff

2
HMHM

2
N |VH |2|Uα|2

8π
×(

1− M2
N

M2
H

+
2M2

l

M2
H

+
M2

l

M2
N

(
1− M2

l

M2
H

))
×√(

1 +
M2

N

M2
H

− M2
l

M2
H

)2

− 4M2
N

M2
H

,

(A.1)

where H refers either to the D or DS meson, τH is the meson lifetime, GF is the

Fermi coupling constant, fH is the relevant hadronic decay constant and VH is the

corresponding CKM matrix element, both shown in Table A.1; |Uα|2 is the HNL

coupling to the specific lepton it is produced in pair with (α = e, µ, τ), and MH ,

MN and Ml are the meson, HNL and lepton masses.
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H π K D DS η η′

fH [MeV ] 130.0 159.8 222.6 280.1 156.0 -58.5

VH Vud Vus Vcd Vcs None None

Table A.1: Hadronic decay constants and CKM matrix elements for several HNL pro-
duction modes [28, 67].

fD→K
0

+ fD→π
0

+ fD
0→K

+ fD
0→π

+ fD→K
0

− fD→π
0

− fD
0→K
− fD

0→π
−

0.745 0.648 0.736 0.637 -0.495 -0.435 -0.495 -0.435

Table A.2: Hadronic form factors for several HNL production modes involving pseudo-
scalar mesons [28, 67].

Three-body, semi-leptonic decays of D mesons into pseudo-scalar mesons:

BR(H → H ′lαN) =
2τH |Uα|2|VHH′ |2G2

F

64π3M2
H

×∫ q2max

q2min

dq2(f 2
−(q2(M2

N +M2
l )− (M2

N −M2
l )2)+

2f+f−(M2
N(2M2

H − 2M2
H′ − 4ENMH −M2

l +M2
N + q2)+

M2
L(4ENMH +M2

l −M2
N − q2))+

f 2
+((4ENMH′ +M2

l −M2
N − q2)(2M2

H − 2M2
H′ − 4ENMH −M2

l +M2
N + q2)−

(2M2
H + 2M2

H′ − q2)(q2 −M2
N −M2

l ))),

(A.2)

where H refers either to the D, D0 or D̄0 meson, H ′ refers to either π, π0, K or

K0, MH′ is the pseudo-scalar meson mass, EN is the HNL energy in the mother rest

frame and VHH′ is the corresponding element of the CKM matrix, as shown in Table

A.1; q2 is the squared invariant mass of the leptonic pair Nl; q2
min = (MN + Ml)

2

is the minimum invariant mass of the H ′l pair, corresponding to the case where

H ′l is produced back to back with respect to N (in the mother rest frame); q2
max =

(MH −MH′)
2 occurs when H ′ and l are produced back to back and N is generated

at rest (in the mother rest frame); f−(q2) and f+(q2) are the relevant hadronic form

factors whose values are shown in Table A.2, where their kinematic dependence has

been neglected.
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Three-body, semi-leptonic decays of D mesons into vector mesons:

BR(H → V lαN) =
2τH |Uα|2|VHV |2G2

F

32π3M2
H

×∫ qmax

qmin

dq2(
f 2

2

2

(
q2 −M2

N −M2
l + ω2 Ω2 − ω2

M2
V

)
+

f 2
5

2
(M2

N +M2
l )(q2 −M2

N +M2
l )

(
Ω4

4M2
V

− q2

)
+

2f 2
3M

2
V

(
Ω4

4M2
V

− q2

)(
M2

N +M2
l − q2 + ω2 Ω2 − ω2

M2
V

)
+

2f3f5(M2
Nω

2 + (Ω2 − ω2)M2
l )

(
Ω4

4M2
V

− q2

)
+

2f1f2(q2(2ω2 − Ω2) + Ω2(M2
N −M2

l ))+

f2f5

2

(
ω2Ω2

M2
V

(M2
N −M2

l ) +
Ω4M2

l

M2
V

+ 2(M2
N −M2

l )2 − 2q2(M2
N +M2

l )

)
+

f2f3

(
Ω2ω2 Ω2 − ω2

M2
V

+ 2ω2(M2
l −M2

N) + Ω2(M2
N −M2

l − q2)

)
+

f 2
1 (Ω4(q2 −M2

N +M2
l )− 2M2

V (q4 − (M2
N −M2

l )2)+

2ω2Ω2(M2
N − q2 −M2

l ) + 2ω4q2)),

(A.3)

where H refers either to the D, D0 or D̄0 meson, V refers to either K0∗(895) or

K∗(891), MV is the vector meson mass, VHV is the corresponding CKM matrix

element (Table A.1), and

ω2 = M2
H −M2

V +M2
N −M2

l − 2MHEN , (A.4)

Ω2 = M2
H −M2

V − q2; (A.5)

form factors fi can be expressed through the axial and vector form factors shown in

Table A.3 as

f1 =
fH4

MH +MV

, (A.6)

f2 = (MH +MV )fH2 , (A.7)

f3 = − fH3
MH +MV

, (A.8)

f4 = (MV (2fH1 − fH2 − fH3 ) +MH(fH3 − fH2 ))
1

q2
(A.9)

and

f5 = f3 + f4. (A.10)
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fD1 fD2 fD3 fD4 fD
0

1 fD
0

2 fD
0

3 fD
0

4

0.398 0.470 -1.240 0.660 0.400 0.470 -1.240 0.660

Table A.3: Hadronic form factors for several HNL production modes involving vector
mesons [28].

Two-body, semi-leptonic decays of τ leptons into pion or kaon:

BR(τ → HN) =
2ττ |Uτ |2G2

F |VH |2f 2
HM

3
τ

16π
×((

1− M2
N

M2
τ

)2

− M2
H

M2
τ

(
1 +

M2
N

M2
τ

))
×√(

1− (MH −MN)2

M2
τ

)(
1− (MH +MN)2

M2
τ

)
,

(A.11)

where H refers either to π or K, Mτ is the τ lepton mass and U2
τ is the HNL coupling

to the τ leptons.

Two-body, semi-leptonic decays of τ leptons into ρ mesons:

BR(τ → ρN) =
2ττ |Uτ |2G2

F |Vud|2g2
ρM

3
τ

8πM2
ρ

×((
1− M2

N

M2
τ

)2

+
M2

ρ

M2
τ

(
1 +

M2
N − 2M2

ρ

M2
τ

))
×√(

1− (Mρ −MN)2

M2
τ

)(
1− (Mρ +MN)2

M2
τ

)
,

(A.12)

where Mρ is the ρ meson mass, Vud can be found in Table A.1 and gρ = 0.102 GeV2.

Three-body decays of τ leptons:

BR(τ → ντ lαN) =
2ττ |Uα|2G2

FM
2
τEN

2π3

(
1 +

M2
N −M2

l

M2
τ

− 2
EN
Mτ

)
×(

1− M2
l

M2
τ +M2

N − 2ENMτ

)√
E2
N −M2

N ,

(A.13)

BR(τ → ν̄αlαN) =
2ττ |Uτ |2G2

FM
2
τ

4π3

(
1− M2

l

M2
τ +M2

N − 2ENMτ

)
×√

E2
N −M2

N

(
(Mτ − EN)

(
1− M2

N +M2
l

M2
τ

)
−(

M2
τ +M2

N −M2
l − 2ENMτ

M2
τ +M2

N − 2ENMτ

)(
3(Mτ − EN)2 + E2

N −M2
N

3Mτ

))
.

(A.14)
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Appendix B

Heavy Neutral Lepton decay

modes

For convenience, the formulae used for computing the partial decay widths of all

HNL decay modes listed in Section 1.3.2 are detailed here (the BR of each mode

can be computed by normalizing each partial decay width to the total decay width).

Further information can be found in [12]. The used system of units is natural.

It must be noted that the HNL is a Majorana particle within these theoretical

models. This means that charge-conjugated processes contribute to the HNL pro-

duction as well. Each partial decay width should be divided by two if the HNLs

were Dirac particles.

Two-body decays of HNLs:

Γ(N → π0να) =
2|Uα|2G2

Ff
2
πM

3
N

32π

(
1− M2

π

M2
N

)2

, (B.1)

where Mπ is the pion mass and fπ can be found in Table A.1;

Γ(N → Hlα) =
2|Uα|2G2

Ff
2
HM

3
N |VH |2

16π

((
1− M2

l

M2
N

)2

− M2
H

M2
N

(
1 +

M2
l

M2
N

))
, (B.2)

where H refers to either K or π and α = e, µ, τ ;

Γ(N → H ′να) =
2|Uα|2G2

Ff
2
H′M

3
N

32π

(
1− M2

H′

M2
N

)2

, (B.3)

where H ′ refers either to the η or the η′ meson and fH′ is found in Table A.1;
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Γ(N → ρlα) =
2|Uα|2G2

Fg
2
ρM

3
N |Vud|2

8πM2
ρ

×((
1− M2

l

M2
N

)2

+
M2

ρ

M2
N

(
1 +

M2
l − 2M2

ρ

M2
N

))
×√(

1− (Mρ −Ml)2

M2
N

)(
1− (Mρ +Ml)2

M2
N

)
,

(B.4)

where Mρ is the mass of the ρ meson;

Γ(N → ρ0lα) =
2|Uα|2G2

Fg
2
ρM

3
N |Vud|2

16πM2
ρ0

(
1 +

2M2
ρ0

M2
N

)(
1−

M2
ρ0

M2
N

)2

, (B.5)

where Mρ0 is the mass of the ρ0 meson.

HNL three-body decay modes:

Γ

(
N →

∑
α,β

ναν̄βνβ

)
=
G2
FM

5
N

192π3

∑
α

|Uα|2; (B.6)

Γ(N → lα 6=β l̄βνβ) =
G2
FM

5
N |Uα|2

192π3
(1− 8x2 + 8x6 − x8 − 12x4 log x2), (B.7)

where x =
max[Mlα ,Mlβ

]

MN
, and Mlα,β are the masses of the lα,β leptons, respectively;

Γ(N → ναlβ l̄β) =
G2
FM

5
N |Uα|2

192π3

(
(C1(1− δαβ) + C3δαβ)((1− 14x2 − 2x4 − 12x6) ×

√
1− 4x2 + 12x4(x4 − 1)L) + 4(C2(1− δαβ) + C4δαβ)×

(x2(2 + 10x2 − 12x4)
√

1− 4x2 + 6x4(1− 2x2 + 2x4)L)
)
,

(B.8)

where x = Ml

MN
,

L = log

(
1− 3x2 − (1− x2)

√
1− 4x2

x2(1 +
√

1− 4x2

)
, (B.9)

C1 =
1

4
(1− 4 sin θw

2 + 8 sin θw
4), (B.10)
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C2 =
1

2
sin θw

2(2 sin θw
2 − 1), (B.11)

C3 =
1

4
(1 + 4 sin θw

2 + 8 sin θw
4), (B.12)

C4 =
1

2
sin θw

2(2 sin θw
2 + 1). (B.13)

Here, θw is the Weinberg angle.
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Appendix C

Heavy Neutral Lepton

phenomenology within additional

scenarios

Two extra scenarios that can be interesting to study are an “electron-dominant”

one and a “muon-only” one. The former is described by

U2
e : U2

µ : U2
τ = 10 : 1 : 0 (C.1)

and it is complementary to the tau-dominant scenario. In this case, the electron

coupling is enhanced with respect to the muon one, while the coupling to third

generation leptons is neglected.

In the muon-only scenario, only the mixing to second generation leptons is

present, while the other two are suppressed:

U2
e : U2

µ : U2
τ = 0 : 1 : 0. (C.2)

Fig. C.1 and Fig. C.2 display the BRs of all HNL production modes detailed in

Section 1.3.1, whereas Fig. C.3 and Fig. C.4 show all HNL decay modes described

in Section 1.3.2, for the electron-dominant and the muon-only scenarios. Here, the

choice of setting U2 = 1 is arbitrary and it is only used when plotting the BRs.
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Figure C.1: BRs for HNL production modes as a function of the HNL mass, for normal
hierarchy of the active neutrino masses and for the electron-dominant model (U2 = 1 and
U2
e : U2

µ : U2
τ =10:1:0).
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Figure C.2: BRs for HNL production modes as a function of the HNL mass, for normal
hierarchy of the active neutrino masses and for the muon-only model (U2 = 1 and U2

e :
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µ : U2

τ =0:1:0).
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As described in [12], three additional benchmark scenarios can be interesting,

where one of the three specific-flavour couplings is enhanced with respect to the

other two. A detailed explanation on how the coupling ratios were obtained can be

found in [12].

The three scenarios, called “model I”, “model II” and “model III”, are described

by the following ratios:

U2
e : U2

µ : U2
τ = 52 : 1 : 1, (C.3)

U2
e : U2

µ : U2
τ = 1 : 16 : 3.8, (C.4)

U2
e : U2

µ : U2
τ = 0.061 : 1 : 4.3. (C.5)

Fig. C.5 to Fig. C.7 show the BRs of all HNL production modes detailed in

Section 1.3.1, while all HNL decay modes described in Section 1.3.2 are plotted in

Fig. C.8 to Fig. C.10, for the three described benchmark scenarios. Here, the choice

of setting U2 = 1 is arbitrary and it is only used when plotting the BRs.
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Figure C.5: BRs for HNL production modes as a function of the HNL mass, for normal
hierarchy of the active neutrino masses and for model I (U2 = 1 and U2
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µ :
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τ =1:16:3.8).
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Figure C.7: BRs for HNL production modes as a function of the HNL mass, for nor-
mal hierarchy of the active neutrino masses and for model III (U2 = 1 and U2

e : U2
µ :

U2
τ =0.061:1:4.3).
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Figure C.8: BRs for HNL decay modes as a function of the HNL mass, for normal
hierarchy of the active neutrino masses and for model I (U2 = 1 and U2

e : U2
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τ =52:1:1).
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τ =1:16:3.8).
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Appendix D

Status of searches and future

prospects for additional

benchmark scenarios

D.1 Electron-dominant scenario

A status of decay searches with HNLs coupling only to first generation leptons is

discussed in the following. Further details can be found in the Beyond the Standard

Model (BSM) working group of the Physics Beyond Collider (PBC) project [40].

Existing bounds within this scenario (Fig. D.1), for masses below the D meson

mass, arise mostly from beam dump experiments (PS191 [68] and CHARM [30]),

while those above the D meson mass are dominated by DELPHI [69], BELLE [70]

and CMS [71]. The allowed range of couplings is bounded from below by the BBN

constraint [47] and the see-saw limits [40].

The PS191 CERN experiment was specifically designed to search for neutrino

decays in a low-energy neutrino beam, while CHARM performed a search for heavy

neutrinos by dumping 400 GeV/c protons from the CERN SPS on a thick beam

dump and looking for visible decays with electrons in the final state.

The Belle experiment searched for heavy neutrinos in leptonic and semileptonic

B mesons decays, in a range of masses between the kaon and the B meson mass.

The most stringent limits above the B meson mass have been put by DELPHI

in hadronic Z0 decays.

CMS searched for HNLs in three prompt, charged-lepton samples in any com-

bination of electrons and muons, collected at a centre-of-mass energy of 13 TeV.

On a 10-15 year timescale, many PBC projects can contribute to the electron-

dominant benchmark case, as shown in Fig. D.1: MATHUSLA200, FASER,

CODEX-b and SHiP. Fig. D.1 shows also projections from the Long Baseline Neut-
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rino Experiment (LBNE) near detector as a 5-year sensitivity and from FCC-ee.

Figure D.1: Sensitivity at 90% CL to HNLs with coupling to the first generation lepton
only, for a scenario in which U2

e : U2
µ : U2

τ = 1:0:0. Current bounds (filled areas), 2021-
2023 projections for NA62, and 10-15 years prospects (solid and dotted curves) for PBC
projects (SHiP, MATHUSLA200, CODEX-b and FASER). Projections from FCC-ee and
LBNE are also shown. BBN and see-saw model constraints are visible [40].

D.2 Muon-dominant scenario

Current bounds for the case of HNL with coupling only to the second lepton

generation and masses in the MeV-GeV range are shown in Fig. D.2. Also in this

case the allowed range of couplings is bounded from below by the BBN constraint [47]

and the see-saw limit [40]. For masses below the D meson mass, the existing limits

arise mostly from the same beam dump experiments contributing to the sensitivity

for electron-flavor dominance described in Section E.1 (PS191 [68] and CHARM

[30]). Moreover, NuTeV [32] and E949 [38] also contributed to set existing bounds.

Above the D meson mass, current bounds are set by DELPHI [69], Belle [70], CMS

[71] with the same analysis used to set bounds for the electron-dominance scenario,

and by LHCb [72].

The NuTeV experiment at Fermilab searched for HNLs decaying into muonic

final states, using 800 GeV/c protons interacting with a berillium target and a

proton dump, while the E949 collaboration performed HNL production searches in

K+ → µ+N decays.

Fig. D.2 also shows the 90% CL exclusion limits from MATHUSLA200, FASER,

135



CODEXb and SHiP in a 10-15 years time scale.

Figure D.2: Sensitivity at 90% CL to HNLs with coupling to the second generation
lepton only, for a scenario in which U2

e : U2
µ : U2

τ = 0:1:0. Current bounds (filled areas),
2021-2023 projections for NA62, and 10-15 years prospects (solid and dotted curves) for
PBC projects (SHiP, MATHUSLA200, CODEX-b and FASER). Projections from FCC-ee
and LBNE are also shown. BBN and see-saw model constraints are visible [40].
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Appendix E

Expected sensitivity curves within

additional scenarios

Expected sensitivity curves can also be produced for the additional theoretical

scenarios described in Appendix C, namely the electron-dominant and muon-only

ones (Fig. E.1 and Fig. E.2), and model I, II and III (Fig. E.3, Fig. E.4 and Fig.

E.5).
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Figure E.1: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for the electron-dominant model (U2

e : U2
µ : U2

τ = 10:1:0).
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Figure E.2: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for the muon-only model (U2

e : U2
µ : U2

τ = 0:1:0).
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Figure E.3: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for model I (U2

e : U2
µ : U2

τ = 52:1:1).
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Figure E.4: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for model II (U2

e : U2
µ : U2

τ = 1:16:3.8).
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Figure E.5: NA62 expected sensitivity in the plane coupling vs HNL mass, at 90% CL,
for model III (U2

e : U2
µ : U2

τ = 0.061:1:4.3).
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